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Abstract
The research focus on teacher questions is justified by previous research emphasizing the 
essential role of questions in facilitating meaningful learning in science. Analysis of teacher 
questions has traditionally been based mainly on manual coding, which is extremely labour 
intensive. In this study we explore how both machine learning and large language models 
can be used for this purpose. Whereas machine learning approaches involve supervised 
training with extensive data, pre-trained large language models operate through prompt 
engineering. ​​The​ automatic speech recognition text outputs of 23 physics lessons on the 
same topic from 23 science teachers were analysed with variety of techniques. The results 
revealed that the large language model approaches improved with few-shot approaches 
compared to zero-shot ones. Furthermore, few shot approaches outperformed the super-
vised machine learning approaches, yet human- and hand-crafted approaches continue to 
demonstrate their relevance. ​​Implications for​ science teaching and learning are discussed.
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Introduction

Student learning in science is enhanced through classroom interaction, with teacher ques-
tioning playing a key role in building knowledge, scaffolding understanding, and sustaining 
engagement (Chin, 2007; Eshach et  al., 2013; Scott et  al., Scott et  al., 2006). However, 
systematically analyzing teacher questioning and classroom talk at scale poses a significant 
challenge, largely due to the complexity of classroom interactions and the time-consuming 
nature of manual coding processes.

In response to these challenges, researchers, practitioners, and professional development 
leaders are increasingly exploring modern and complementary technology-aided methods 
for analysing and developing learning interactions (Foster et  al., 2024; Hennessy et  al., 
2020). The labour-intensive nature of traditional methods has necessitated more structured 
approaches in large-scale studies, often resulting in the loss of relevant information that 
could be detected through more fine-grained and unstructured methods typically applied to 
smaller datasets.

Utilizing conversational technologies (e.g., Wu et  al., 2025; Yusuf et  al., 2025) like 
pedagogical agents (e.g., Sikström et al., 2022) and digital tutors (e.g., Hobert & Berens, 
2024) in authentic classroom settings necessitates that the agents are capable of analyzing 
spoken human interaction. However, pre-trained large language models (LLMs), developed 
through advances in natural language processing (NLP) and trained primarily on written 
language, often face performance challenges when applied to natural spoken data (e.g., 
Umari et al., 2024). Thus, a multi-method approach was adopted in this study to compare 
the performance of LLMs with supervised machine learning (ML) approaches and the 
human-annotated baseline. In this study, LLMs are considered a specific subset of ML, 
characterized by their pre-training on large-scale text corpora and their capacity to per-
form prompt-based tasks with little or no additional training. In contrast, traditional ML 
approaches typically rely on task-specific models trained on labeled examples and guided 
by features or rules designed for more narrowly defined domains.

The rapid development of AI, particularly through advancements in LLMs, entails enor-
mous possibilities and challenges for education and educational research (Heilala et  al., 
2025; Kasneci et al., 2023). This study aims to advance the automated analysis of learn-
ing interactions by demonstrating how machine learning and AI-supported approaches 
can be applied to the analysis of teacher questioning. The role instruction in science, and 
especially teacher talk, play in the learning interactions has been addressed in quantitative 
studies (Fischer et al., 2014a, 2014b), but the nature of this connection has not yet been suf-
ficiently addressed. This is mainly due to the complexity of the problems related to learn-
ing interactions. The technological development can save and direct human resources for 
solving more sophisticated problems, yet the complexity requires careful human validation 
of the steps on the way to automatization (Maity et al., 2024).

Traditional supervised machine learning systems improve incrementally through expo-
sure to labelled data, whereas LLMs, pre-trained on vast corpora, demonstrate strong zero- 
and few-shot generalization capabilities (Kojima et al., 2022). In this study, the ML model 
is trained on a focused, limited dataset specifically designed for detecting teacher ques-
tions. This offers a valuable opportunity to assess its task-specific effectiveness in compari-
son to the broad, general-purpose knowledge embedded in pre-trained LLMs.
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A further challenge arises from the modality of the data. LLMs are predominantly 
trained and tested on written language (Lee et  al., 2024; Umari et  al., 2024), which dif-
fers substantially from spoken discourse in terms of structure, fluency, and contextual 
ambiguity. Therefore, their application to transcribed classroom interactions requires care-
ful consideration (Dent & Paul, 2020; Peng et al., 2023). This study tests whether LLMs 
can effectively interpret authentic, spoken educational data, which is an area that remains 
underexplored despite its growing relevance in learning analytics.

In general, state-of-the-art technology-supported analysis of interaction has addressed 
various aspects, such as question authenticity (Jensen et  al., 2020; Kelly et  al., 2018), 
instructional activities (Donnelly et  al., 2016; Lv et  al., 2021, Wang et  al., Wang et  al., 
2023), student roles in online group discussions (Dowell et al., 2019), and emotional sup-
port and positive climate (Nojavanasghari et  al., 2016). However, there is still limited 
scholarly work harnessing the technology to study classroom interactions namely in sci-
ence. Our previous work discussing the use of technology to analyse the content of science 
teacher talk showed that student learning is linked to how scientific concepts are connected 
to each other in time (Schlotterbeck et  al., 2020). However, while analysis was merely 
based on the automatic detection of physics content keywords, the role of teacher questions 
was not addressed. That is, the focus on discourse functions rather than content remained 
to be explored.

This study investigates the extent to which teacher questions can be automatically 
detected using machine learning (ML) and pre-trained large language models (LLMs). The 
focus is placed on teacher questions that support students’ meaning making of the taught 
topic (Mortimer & Scott, 2003). These include both open questions, which invite elabora-
tion and multiple perspectives, and closed questions, which typically aim at brief, factual 
responses (Chin, 2007). In general, teacher questions in this study are defined as utterances 
intended to elicit student thinking, check understanding, or guide students in subject-spe-
cific learning activities.

By comparing different technology-aided approaches, we aim to evaluate their effective-
ness in identifying teacher questioning in classroom discourse. While ML has been applied 
to various educational phenomena, including teacher questions (Donnelly et al., 2017), lim-
ited research has examined how pre-trained LLMs perform in this task compared to models 
trained on domain-specific data (Fussell et al., 2024). By bridging this gap, the study offers 
insights into how such technologies can be leveraged to support science teaching and learn-
ing through scalable, automated analysis of instructional interactions.

The aim of this study is twofold: first, to explore to what extent AI techniques can be 
used to detect teacher questions; and second, to examine how these approaches and tech-
niques perform in achieving this goal. While there is extensive research on the manual cod-
ing and analysis of science teacher questions (Chin, 2007; Eshach et al., 2013), this study 
takes an initial step toward more automatic analysis by focusing on the detection of teach-
ers’ questions in physics lessons. Before introducing methods, an overview of the relevant 
theory on teacher questions and technology-aided approaches to detect them are presented.

Theoretical background

Drawing on teacher questions in science

The most fundamental form identified in educational dialogue is the initiation-response-
feedback (IRF) pattern of classroom talk (Sinclair & Coulthard, 1975). This triadic pattern, 
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commonly orchestrated by a teacher and related to a question–answer routine, has domi-
nated interactions for decades (Gall, 1970), particularly in science education (Lemke, 
1990; Mercer et al., 2009). Both open and closed questions play a significant role in mean-
ingful learning of science. Open questions promote and stimulate students’ participation, 
leading to more dialogic and extended exchange patterns through which the teacher can 
obtain information about students’ thinking (Chin, 2007; Scott et  al., 2006). Meanwhile, 
closed questions can be effective in specific situations, such as diagnostic questioning that 
can be used for assessing students’ prior knowledge (Ruiz-Primo, 2011). Similarly, authen-
tic questions can be assimilated with open questions to avoid answers being predefined by 
the teachers (Nystrand et al., 1998). Contrastingly, inauthentic questions are merely based 
memorization. As brought up, both types of questions hold in the potentiality for enhanc-
ing more interactive pedagogy (Wang et al., 2023).

That being said, enhancing the predominant IRF pattern with strategies that foster open-
ness and critical thinking can enhance dialogue among students (Gillies, 2016; Littleton 
& Mercer, 2013; Sohmer, et al., 2009). Nevertheless, the IRF pattern remains integral to 
educational discourse, offering a foundational framework adaptable to various instructional 
objectives. Addressing this, it is crucial for teacher education across disciplines, including 
science, to grasp the existence of teacher questions. Automatic detection of teacher ques-
tions could serve as an effective tool for teachers to reflect on their management of learning 
interactions (Donnelly et al., 2017).

Indeed, the effectiveness of orchestrating science content and teacher-led learning 
interactions can be assessed by detecting key elements such as teacher questioning (Chin, 
2007). High-quality instructional dialogue relies significantly on science teachers’ ques-
tioning strategies, particularly for initiating student verbal participation and fostering scien-
tific reasoning (Chin, 2007) and inquiry (Oliveira, 2010, Gillie, 2023; van Zee & Minstrell, 
1997).

The use of technology in the analysis of classroom interactions

The automatic detection of teacher questions has primarily relied on ML approaches 
requiring extensive annotated data for training (Blanchard et al., 2016; Kelly et al., 2018). 
The previous work includes traditional methods such as open-vocabulary approaches using 
n-grams and Random Forest classifiers (see Table 1) as well as more advanced techniques 
like deep transfer learning for natural language processing (Jensen et al., 2020). Acoustic-
prosodic features, which are characteristics of speech such as pitch, tone, and rhythm, have 
also been used with and without linguistic features to analyze spoken language (Donnelly 
et  al., 2017). This study focuses solely on automatic speech recognition (ASR) outputs 
of teacher talk. Preliminary results from technology-aided teacher question detection are 
promising (Donnelly et  al., 2017) but fully integrating AI remains the next step. Given 
the limited availability of authentic classroom data for ML training, leveraging pre-trained 
LLMs is crucial to advancing the analysis of teacher questions and classroom interactions. 
Enhancing AI accessibility could also improve its practical use for teacher professional 
development beyond research contexts (Jeon & Lee, 2023).

Despite progress, most existing research on teacher question detection has focused 
on written language rather than authentic spoken classroom data. For example, Dent 
and Paul (2020) targeted question detection in Twitter tweets, a context far removed 
from classroom interactions, while much educational technology research has empha-
sized detecting and assessing written responses (Chang et al., 2022; Lee et al., 2024). 
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Table 1   Brief descriptions of the technical vocabulary

Machine Learning (ML) and Natural Language Processing (NLP) Approaches

BERT (Bidirectional Encoder Representations from 
Transformers)

An NLP model developed by Google in 2018, 
BERT uses a transfer learning approach to learn 
high-dimensional, contextualized representations 
of words. It’s pre-trained using fill-in-the-blank 
questions and fine-tuned for downstream tasks such 
as text classification

ProsusAI’s Finnish BERT A language-specific version of BERT optimized for 
Finnish, achieving state-of-the-art results in various 
Finnish NLP tasks

Bag of Words (BoW) A model that represents a text sequence by count-
ing the occurrences of words or sets of words 
(N-grams). It creates a sparse, interpretable vector 
where each dimension corresponds to a word’s 
frequency in the text

Hand-Crafted Rules (HCR) Rules developed by a human researcher for text anno-
tation, used to detect specific patterns like questions 
in text by identifying explicit questioning words or 
phrases

ML Classification Models
Logistic Regression (LR) A statistical model that classifies inputs by apply-

ing a sigmoid function to a linear combination of 
input features, outputting probabilities for class 
membership. The model is optimized by minimiz-
ing logistic loss

Gradient-Boosted Trees (GBT) An ensemble learning technique that iteratively builds 
an ensemble of decision trees, each correcting 
errors of the previous trees, leading to improved 
predictive performance

Random Forest Classifier A Random Forest Classifier is a machine learning 
model that creates multiple decision trees and 
makes predictions by combining the results from 
all the trees

Generative Pre-trained Large Language Models (LLMs)
GPT-3.5 Turbo A version of OpenAI’s Generative Pre-trained Trans-

former model, known for its low cost and wide use 
in various NLP tasks, particularly in educational 
contexts

GPT-4 An advanced version of the GPT model, expected to 
solve more complex problems with greater accu-
racy, albeit at a higher cost

Prompt Engineering and Advanced Techniques
Prompt Engineering The practice of designing effective prompts to elicit 

desired responses from LLMs, crucial for instruct-
ing models in specific tasks

Vanilla The simplest version and prompting technique that 
can be implemented

Chain of Thought (CoT) A prompting technique where a model is guided 
through a step-by-step reasoning process, shown to 
improve performance in tasks requiring logical and 
sequential reasoning
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Some efforts have extended into automating classroom interaction analysis. Foster et al. 
(2024), for instance, detected classroom activities from video, and Alic et  al. (2022) 
applied ML to human-constructed transcripts. However, such approaches tend to iden-
tify broad instructional formats, such as whole-class versus group work, but struggle 
with finer discursive features. Xu et al. (2024) found that AI and LLMs could classify 
major discourse elements, such as speaker diarization, but remained limited in detect-
ing more nuanced elements like teacher feedback. These findings highlight the need for 
more refined tools. Given the complexity of spoken data, Maity et  al. (2024) empha-
sized that well-crafted prompts paired with human validation are essential for guiding 
LLMs in accurately identifying key moments.

This emphasis on written language also characterizes recent comparisons between pre-
trained LLMs and traditional ML approaches. Studies such as Fussell et  al. (2024) and 
(Yeung, 2025) have primarily focused on written text analysis, while others have explored 
generative tasks like question creation. Although LLMs are increasingly recognized for 
their adaptability and effectiveness, their use in analyzing spoken language and classroom 
discourse remains limited (Tran et  al., 2024; Xu et  al., 2024). Fussell et  al. (2024), for 
example, compared fine-tuned and pre-trained LLMs with conventional ML models in 
evaluating students’ written lab notes, showing that method effectiveness depends heav-
ily on task context. While traditional ML requires large, annotated datasets and extensive 
tuning (Yeung, 2025), LLMs benefit from broad pre-training and can be adapted with mini-
mal labeled data. Despite these advantages, ML may outperform LLMs in well-defined 
domains with clear features and abundant data. Ultimately, selecting the appropriate 
approach depends on specific research goals, data availability, and task complexity.

While ML and LLM have been applied across educational domains, detecting teacher 
questions from authentic spoken classroom interactions remains underexplored. This is 
due to the complexity of spoken language, limited annotated classroom data, and the 
predominance of LLM training on written text. This study addresses this gap by com-
paring ML models trained on domain-specific data with pre-trained LLMs to detect 

Table 1   (continued)

Machine Learning (ML) and Natural Language Processing (NLP) Approaches

Self-Ask A model prompting approach where sub-questions 
are generated and answered first, improving overall 
performance by breaking down the main question 
into manageable parts

Experimentation and Metrics
Pretraining and Fine-tuning The two-step process in transfer learning where a 

model is first pre-trained on a large dataset to learn 
general representations and then fine-tuned on a 
specific task to optimize its performance

N-gram A contiguous sequence of n items (words or charac-
ters) from a given sample of text, used in models 
like BoW to capture context within the text

Research and Evaluation
Zero-shot Learning The ability of a model to perform a task without any 

prior specific examples provided during training
Few-shot Learning The ability of a model to perform a task given a small 

number of examples during training
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teacher questions from authentic ASR transcriptions. The goal is to advance automated 
analysis methods that support science teaching, learning, and teacher professional 
development at scale.

Research questions

The following research question will be addressed:

•	 To what extent can purposefully trained machine learning approaches and pre-
trained large language models detect science teachers’ questions in automatic speech 
recognition outputs of physics lessons?

By answering this question, we aim to understand how these two approaches, one 
trained specifically on the task (ML) and the other adapted from broad pre-training 
(LLM), handle the challenge of identifying teacher questions within the context of 
classroom interaction. Based on the results, the future role of technology in educational 
research and education will be discussed.

Methods

Terminology

First, to enhance readability, a list of acronyms is provided below:

•	 AI – Artificial Intelligence
•	 ASR – Automatic Speech Recognition
•	 BoW – Bag of Words
•	 BA – Balanced Accuracy
•	 BERT – Bidirectional Encoder Representations from Transformers
•	 CoT – Chain of Thought
•	 GBT – Gradient-Boosted Trees
•	 HCR – Hand-Crafted Rules
•	 IRF – Initiation-Response-Feedback
•	 LLM – Large Language Model
•	 LR – Logistic Regression
•	 ML – Machine Learning
•	 NLP – Natural Language Processing
•	 P – Precision
•	 R – Recall
•	 SA – Self-Ask
•	 TP – True Positive
•	 FP – False Positive
•	 FN – False Negative
•	 F1 score – Harmonic Mean of Precision and Recall
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Data

The study data consists of 23 physics lessons from 23 different science teachers on the same 
topic of electricity and electrical energy, typically taught in the ninth grade in Finland. Each 
lesson was 90 min long. Structuring of the lessons was very similar because teachers tend to 
follow curriculum-compliant physics text- and workbooks when planning and teaching les-
sons. A typical lesson included activities such as discussing homework, introducing the day’s 
topic as well as key concepts, experiments, and calculation tasks (Viiri & Helaakoski, 2014).

All the lessons were video recorded with two video cameras, and separate microphones 
were placed on each side of the classroom. The ASR output of the audio from a portable 
microphone carried by the teachers is used. The ASR output consists of the recognised speech 
divided into five-second intervals (Fig. 1.). In other words, all the words recognised within 
five seconds form a unit of words in a row. Worthwhile to notice that the ASR text output does 
not include question marks, which is a feature still under development in ASR (Lucas et al., 
2023) and could have been used for automatic detection. The overall quality of the purpose-
fully developed ASR has been shown to be sufficient (Lehesvuori et al., 2023). While LLMs 
have demonstrated an ability to interpret imperfect human language, challenges persist with 
interactive spoken language (Umari et  al., 2024) and in languages that have fewer training 
resources, such as Finnish (Phan et al., 2024). At the same time, recognizing the limitation 
of focusing solely on ASR text outputs for analyzing teacher talk, this study emphasizes the 
teacher’s role as an orchestrator in the complex knowledge-building processes and interactions 
in science. Research indicates that linguistic features are more crucial than missing acoustic-
prosodic features when it comes to automatically detecting teacher questions (Donnelly et al., 
2017).

The rationale for considering ASR outputs arises from the fact that recording and process-
ing video data in educational research is both time-consuming and fraught with privacy and 
ethical concerns (Derry et al., 2010). In contrast, handling audio recordings and their associ-
ated transcripts is typically more efficient and less demanding in terms of data management 
(Foster et al., 2024). On the negative side, the information obtained from the videos are still 
necessary for multimodal analysis of discourse (Kääntä et al., 2021), for example when delv-
ing into teacher gestures or proxemic shifts in the classrooms.

Manual annotation of teacher questions

Teacher questions were annotated to ASR transcripts by the first author who followed the cod-
ing schemes developed in previous studies (Lehesvuori et al., 2013). Any questions related to 
the lesson topic and science content were annotated (e.g., “What is the unit of power?”, “How 
many batteries do you need for this lamp?”, “What did you get for the result?”). If the ques-
tion was off topic, it was not annotated. For example, teacher may have been asking when a 
student needs to leave for health inspection (“When is your doctor’s appointment?”). These 
types of informal questions typically occurred before or after the actual lesson and analysis 
and did not affect the results since they were excluded from the unit of analysis (i.e., the actual 
lesson). Manual validation of the technology-driven analysis revealed few off topic instances 

Fig. 1   Example of a single ASR output row including a question. The English translation for the question is 
“why does the lamp shine brighter”
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being detected during the lesson. In overall, without few exceptions, teacher questioning was 
content-related.

Coding of teacher questions can take place directly from videos (Fischer et al., 2014a, 
2014b). The new element here was to place the annotations directly to ASR outputs and 
interpret the questions only on this information, since this is the same information provided 
to ML and LLM. The reliability for the manual categorisation (question or not) has been 
found to be at substantial level between inter-raters when labelled directly with videos (Fis-
cher et al., 2014a, 2014b). Manual inter-rating directly from ASR outputs in this study also 
resulted in substantial Cohen’s Kappa value 0.85. Then, agreement between coding ASR 
outputs with and without audio resulted in Cohen’s Kappa value 0.84. The key difference 
observed was that some more questions were detected in the audio data. This was mainly 
due to a few instances where the ASR output either missed or misinterpreted a question 
word. In total 1480 questions were annotated in ASR outputs with average 64 (SD = 24) 
questions per teacher. Minimum number of annotated questions by a teacher was 27 and 
maximum 101. Testing the experimental ML and LLM approaches introduced next took 
place by using the manual annotations (without audio) with final agreements adjusted for 
the codes initially disagreed upon.

Experimental approaches

Overview of the technical terms and brief descriptions

Before opening up experimental approaches in more detail, a brief description of the tech-
nical vocabulary is provided in Table 1 in order to enhance the readability.

Experiments include testing and comparing supervised ML approaches to AI-based 
LLM approaches with different prompting techniques. We also include metrics about 
Hand-crafted approaches developed during human annotation of the data. Before introduc-
ing the results, a brief overview of the implemented approaches is presented.

Machine learning approaches

BERT is a natural language NLP model developed in 2018 by Google (Devlin et al., 2018). 
Since then, it has been implemented for various NLP tasks. BERT applies a transfer learn-
ing approach in which the model learns high-dimensional, contextualised representations 
of words using fill-in-the-blank questions. Then, these representations can be adjusted 
and used for more downstream tasks such as text classification or next-sentence predic-
tion. This tandem of procedures is usually known as pretraining and fine-tuning the model, 
respectively. Although BERT can be assimilated to LLMs through its use of large-scale 
pre-training and transformer-based architecture, the major difference lies in its bidirec-
tional encoding and lack of native text generation capabilities. In other words, BERT is 
primarily designed for understanding and interpreting text, whereas modern LLMs also 
have the capability to generate coherent and contextually relevant language outputs. The 
experimentation was conducted by using the large version of ProsusAI’s Finnish BERT. 
The language-specific model can be applied to achieve state-of-the-art results for different 
Finnish NLP tasks (Virtanen 2019).

The Bag of Words (BoW) model represents a text sequence, such as a sentence or a 
document, by counting the number of times a particular word or set of words (known as an 
N-gram) appears in the sequence. Thus, given that each N-gram has its own dimension on 
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the vector, an advantage of this approach lies in its interpretability and sparsity. This way, 
it is possible to identify pivotal words based on the coefficients associated in the classifier, 
given that the coefficients in the classifier are interpretable, as was the case in our experi-
ments. In terms of confirming the validity, the list of words found during experimenta-
tion was checked and evaluated by the researcher well familiar with the data. The same 
researcher conducted the manual annotation. Therefore, the relevance of the words could 
be confirmed.

Hand-crafted rules (HCR) were developed by the researcher who conducted the manual 
annotation. A question was annotated to ASR text output when it was explicitly indicated. 
Explicit questions were often indicated through a questioning word or phrase (e.g., “why”, 
“how”, “where”, “how many”, “what is”). Below are listed some of the rules applied (Note: 
Since direct translation may compromise linguistic precision and contextual clarity, the full 
set of rules containing Finnish terms is available upon request):

•	 If at least one word from set A {how, what, when…(the list continues with typical 
Finnish questioning words)} appears, then the segment is a question; otherwise, it is 
not a question

•	 If at least one phrase from set B {can you recall, do you remember, Does anything 
come to mind…(the list continues with typical Finnish questioning words and phrases 
eliciting memorization)} appears, then the segment is a question; otherwise, it is not a 
question

•	 If at least one phrase from set C {take a guess, can you guess, can you think of any-
thing…(the list continues with typical Finnish questioning words and phrases that 
prompt guessing or making assumptions)} appears, then the segment is a question; oth-
erwise, it is not a question

The rules were applied to detect questions, and the one that yielded the best average bal-
anced accuracy across all lessons was selected in the end as the baseline for each respective 
task. Besides running the BERT and BoW models alone, they were also combined with the 
HRC to potentially enhance the performance.

Two options were considered for the ML classification model: logistic regression (LR) 
and gradient-boosted trees (GBT). LR classifies the inputs by applying a one-dimensional 
affine transformation and then a sigmoid function, returning a number between 0 and 1. 
These can be interpreted as the probability that the given input is from the positive class. 
Next, the regression coefficients are optimised by minimising the logistic loss between the 
predicted probabilities and the ground truth classes. The GBT applies an iteratively gener-
ated ensemble of decision trees. In each iteration, the tree is fit over the remaining errors 
from the past iteration. Therefore, the predictive capability of the model is enhanced with 
each classifier added, achieving better performance than the Random Forest approach.

Pre‑trained language models

LLMs can deal with and generate natural language. In this study, we mainly apply OpenAI 
API GPT 3.5 turbo, which has (momentarily) been the best-performing model of the GPT 
3.5 family. Whereas GPT 3.5 turbo is applied for the whole data set due to its low-cost use. 
That is, we were able to only test GPT4 (Open AI, 2023) with one lesson only because of 
the higher costs estimated for the whole data set. It is expected that the newer models can 
solve more difficult problems with greater accuracy than the previous models. The main 
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rationale for selection of GPT models was their wide use in the field of education during 
the time of our investigations. The emergence of GPT-based models marked the beginning 
of a new era in NLP, where increasingly larger models are trained on massive datasets, 
enabling them to contextualise with few or even zero examples to generate solutions to a 
wide range of tasks (Brown et al., 2020). Contemporary LLMs have undergone fine-tuning 
to follow human instructions in a dialogue format, making them versatile for applications 
such as summarization, translation, and even text classification (Ouyang et al., 2022).

Today, the term "prompt" refers to the text provided by a user to instruct an LLM on 
how to perform a specific task in a dialogue-like exchange (see example in Fig. 2.). This 
paradigm shift is referred to as ’in-context learning,’ leading to the development of prompt 
engineering techniques, which aim to design appropriate prompts for eliciting desired 

VANILLA  

Input: <context> = mihin sun no
 <sentence> = mitäs me teemme ku terveydenhoitaja aikoja kahelle 
<context>= et voi mennä joo no 

Question: Is the sentence a question? (response yes or no) 
Express the answer with the prefix "Then the final answer is:". 

((GPT 3.5 Turbo response))  

The sentence "mitäs me teemme ku terveydenhoitaja aikoja kahelle" is not a question. It is a 
statement or a call to action, but there is no direct question in it.

Then the final answer is: No. 

SELF-ASK 

Input:  

<context> = jotai tekee mutta harvemmin sähkömoottoria 
<lause> = eihä tuttuja laitteita mitäs sitä 
<context> = käytetään usein suihkun jälkeen 

Question: Is the sentence a question? (response yes or no) 
Warning: --- (questions marks are not in the transcriptions). 

((GPT 3.5 Turbo response)) 

CoT: The sentence provide contains the word “mitäs” -> The sentence is a question. 
(one-step reasoning) 

CoT: Does the sentence contain a question mark? No. Does the sentence contain a key question 
word? Yes, the sentence contains the word “mitäs”. So, the sentences is a question. 

Then the final answer is: Yes. 
--------------------------------------------------------------------------------------------------------------------------------------- 

Fig. 2   Examples of Vanilla zero-shot and Self-ask prompts build on context (< konteksti >) sentence before 
and after and the sentence with a questioning word (mitäs = what) in the middle (< lause >). Self-Ask builds 
upon the Chain of Though (CoT) prompting strategy, thus acronym CoT can be found in the response output
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responses from LLM (Liu et  al., 2021). For example, in this study the simplest prompt 
tested was (see Fig. 2 for the complete input):

Is the sentence a question?” (response: yes or no).

We refer to this as the Vanilla approach, a term commonly used in information technol-
ogy to denote the simplest and default configuration. Recent advancements have introduced 
techniques to enhance response quality, such as Chain of Thought (CoT) (Lee et al., 2024) 
and Self-Ask (SA) (Press et al., 2023).

The CoT is a step-by-step model that Kojima et al. (2022) applied to solving mathemati-
cal problems. In this study, this approach is adopted to detect teacher questions from phys-
ics lessons. We use both zero-shot and few-shot strategies to see how LLM performs with 
and without provided examples. The number of shots was set to five, as research suggests 
that using more examples leads to only limited improvements in performance (Wei et al., 
2022). Increasing examples can sometimes improve performance, but also raises token 
usage, costs, and environmental impact. Therefore, we used a reasonable initial number 
consistent with prior work (e.g., Gao et  al., 2023; Liévin et  al., 2024). Recent research 
shows that the CoT approach improves the performance of LLM in arithmetic, common-
sense, and symbolic reasoning (Wei et al., 2022). Whereas the zero-shot reasoning poten-
tiality of LLMs has been recognised (Kojima et al., 2022), the few-shot approach is also 
applied to explore whether the classification metrics improve. The prompt for the LLM 
was:

Is the sentence a question? (response yes or no) Think step by step. The preluding 
and following lines are considered as context sentences.

Self-Ask builds upon the CoT prompting strategy by taking the reasoning process one 
step further. Whereas CoT encourages step-by-step thinking, Self-Ask explicitly introduces 
intermediate sub-questions that guide the model through each reasoning step (Press et al., 
2023). The aim is first to generate a sub-question and the answer to this question before the 
actual main question. This structure can enhance interpretability and accuracy, particularly 
for tasks requiring layered reasoning or contextual understanding. An interesting feature in 
the development of the model is the use of eliciting techniques and follow-ups, concepts 
acknowledged as essential elements of productive instructional dialogue in educational set-
tings. The prompt for the LLM was:

Is the sentence a question? (response yes or no) Think step by step by applying sub 
questions before the final response” (an example of a generated sub question “Does 
the sentence include a questioning word?”). The preluding and following lines are 
considered as context sentences.

As introduced in the above prompts, the context used to determine whether a sentence 
is a question includes the preceding sentences. Therefore, in addition to the simple prompt, 
the short context length can make the input more processable for LLM (Sun et al., 2021; 
Tran et al., 2024).

Metrics for performance evaluation

For the test runs following metrics were investigated: Precision (P), Recall (R), Balanced 
Accuracy (BA) and Harmonic Mean (F1 score). These metrics have a long tradition in 
the field of computational data analysis and are widely used for evaluating classification 
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performance, particularly in tasks involving imbalanced data or complex labelling such as 
classroom interaction analysis (e.g., Donnelly et  al., 2016). Precision is defined as ratio 
between the number of correctly classified questions (True Positives = TP) and the total 
number of utterances that were coded (TP + FP). Recall is the ratio between the number of 
correctly classified questions (TP) and the total number of real positives (TP + False Nega-
tives = FN). Balanced Accuracy (e.g., Brodersen et al., 2010) is defined as the average of 
the recalls obtained for the positive and negative classification (True Negative). Finally, 
the F1 score stands for the Harmonic Mean between Precision and Recall. It is particularly 
informative in contexts where class distributions are imbalanced, as it reflects both preci-
sion and recall in a single metric. The formulas can be found in Fig. 3.

Results

The ML and LLM approaches were tested in different settings. First, different LLM (GPT-
3.5) prompting approaches were tested with seven lessons (Table 2). Second, selected LLM 
(GPT-3.5) prompts were compared against ML and Hand-craft approaches with the whole 
data set (Table 2). Third, and finally, the best performing GPT-3.5 approach was compared 
against GPT-4 with one test lesson (Table 2).

In the first experiment (see Table 2). Vanilla 0-shot is a baseline for CoT 0-shot and CoT 
0-shot is a baseline for CoT 5-shot. We compare CoT and SA to decide which of them we 
are going to use with the whole data set.

The seven lesson test results show that with GPT-3.5-turbo zero-shots CoT performed bet-
ter than SA. Then, as expected, the GPT-3.5-turbo five-shot approach was the best-perform-
ing classification model. Five-shot prompting approach technique involved five real question 
examples from the data. The question examples were selected to demonstrate different types 
from checking and calculations (“How much do you get from that?”, “Can you measure power 
for electric devices?, “How is resistance calculated?”) to more challenging and open-ended 
ones (“How does the voltages change when batteries are connected to series?”, “Okay, what 
does it mean then?”). While we merely aim to cover the task question or not here, the nature 

*

**

***

**** 1 2

Fig. 3   Metric used for the investigations. (*Precision is the ration between the number of correctly classi-
fied positives and the total number of utterances that our model classified as positives; **Recall is the ratio 
between the number of correctly classified positives and the total number of real positives; ***Balanced 
Accuracy is the average of the recalls obtained for the positive and negative classes; ****F1 Score is the 
harmonic mean between precision and recall. TP True Positives, FP False Positives, FN False Negatives, 
TN True Negatives)
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of teacher questioning has been explored further elsewhere (Lehesvuori et  al., 2021a). The 
use of examples seems to improve in-context learning and pushed the model to better perfor-
mance. All in all, the baseline zero-shot approaches (Vanilla, SA, CoT) seem insufficient in all 
metrics.

Since the results showed that CoT performs better than SA (both with zero-shot), we 
selected CoT to perform in five-shot format. We also hypothesize that the performance over the 
sample generalizes over the whole data. Therefore, we are keeping the CoT as main prompting 
approach when running the next experiments. The next step was to run selected LLM mod-
els with the whole data and compare the results with ML and HCR models (Table 3). Also 
the combinatory (ML + HCR) models were included in the experiment. In combined-feature 
approach the classifiers were input with the concatenation of the results from the hand-crafted 
rules and the automated features.

The results show that while GPT-3.5-turbo performs well, also HCR models are relevant in 
both sole and combination models (especially BoW + HCR). This raises an interesting chal-
lenge for the up-to-date GPT-4 model. However, we were able to run only one lesson for com-
parison with the best-performing GPT-3.5 model (4) due to the high costs of the GPT-4 (cf. 
Tran et al., 2024). As discussed later, this limitation highlights the need to make LLMs acces-
sible and affordable to promote fair access (Kasneci et al., 2023).

The one lesson results show GPT-4 outperforming the previous model. Results also indi-
cate that GPT-4 could challenge the HCR with the whole data, yet this experiment cannot be 
executed here since the high costs Table4.

Table 2   The precision, recall, 
balanced accuracy, and F1 score 
for detecting questions for 7 
lessons: Comparison of prompts 
for large language models

CoT Chain of Thought, SA Self-ask
*Ratio between the number of correctly classified positives and the 
total number of utterances that our model classified as positives
**Ratio between the number of correctly classified positives and the 
total number of real positives
***Balanced accuracy is the average of the recalls obtained for the 
positive and negative classes
****The harmonic mean between precision and recall
*****Few-shot does not apply for SA, given the nature of the explicit 
instruction to generate sub-questions. The need for individual shots is 
made redundant since the examples generated by SA are similar to the 
few-shots examples

Task Question vs Non-question

Features Classif P* R** BA*** F1****

GPT-3.5-turbo 0-shot SA***** 0.2387 0.3352 0.6289 0.2789
GPT-3.5-turbo 0-shot Vanilla 0.2214 0.0577 0.5215 0.0916
GPT-3.5-turbo 0-shot CoT 0.2818 0.3054 0.6245 0.2931
GPT-3.5-turbo 0-shot 

after-before context
CoT 0.4239 0.1453 0.5655 0.2164

GPT-3.5-turbo 5-shot CoT 0.33 0.7970 0.8399 0.4667
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Discussion

This study demonstrated approaches to technology-aided detection of science teacher ques-
tions with LLM and ML approaches. The results showed that LLM approaches outperformed 
standalone supervised ML approaches and achieved parity with combinatorial HCR and ML 
approaches in detecting science teacher questions from ASR outputs. Expectedly, the few-shot 

Table 3   The precision, recall, balanced accuracy, and F1 score for detecting questions for the whole data: 
Comparison of hand-crafted and automated approaches

BoW Bag of Words, CoT Chain of Thought, GBT Gradient-boosted trees, HCR Hand-crafted rule, LR 
Logistic regression
*Ratio between the number of correctly classified positives and the total number of utterances that our 
model classified as positives
**Ratio between the number of correctly classified positives and the total number of real positives
***Balanced accuracy is the average of the recalls obtained for the positive and negative classes
****The harmonic mean between precision and recall

Task Question vs Non-question

Features Classif P* R** BA*** F1****

HCR Human-aided 0.351 0.609 0.77 0.436
BoW LR 0.185 0.529 0.695 0.27

GBT 0.172 0.69 0.744 0.272
BERT LR 0.131 0.567 0.669 0.211

GBT 0.13 0.517 0.652 0.205
BoW + HCR LR 0.298 0.7 0.799 0.411

GBT 0.311 0.742 0.821 0.431
BERT + HCR LR 0.149 0.615 0.7 0.237

GBT 0.164 0.71 0.745 0.263
GPT-3.5-turbo 0-shot Vanilla 0.2137 0.0555 0.5215 0.0881
GPT-3.5-turbo 0-shot CoT 0.2535 0.2875 0.6179 0.2694
GPT-3.5-turbo 5-shot CoT 0.2937 0.8036 0.8428 0.4302

Table 4   The precision, recall, 
balanced accuracy, and F1 score 
for detecting questions for 1 
lesson: Comparison of different 
large language models

CoT Chain of thought
*Ratio between the number of correctly classified positives and the 
total number of utterances that our model classified as positives
**Ratio between the number of correctly classified positives and the 
total number of real positives
***Balanced accuracy is the average of the recalls obtained for the 
positive and negative classes
****The harmonic mean between precision and recall

Task Question vs Non-question

Features Classif P* R** BA*** F1****

GPT-4 5-shot CoT 0.4188 0.9412 0.9145 0.5797
GPT-3.5-turbo 5-shot CoT 0.36 0.87 0.87 0.51
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CoT model performed better than the zero-shot model (Kojima et al., 2021; Tran et al., 2024). 
While HCR approaches continued to offer value across the dataset, the single-lesson trial with 
GPT-4 indicates advancements in AI capabilities. Despite the indicated development, differ-
ent models rely on distinct architectures, which may lead to varying performance across tasks 
(Shahriar et al., 2024). The research underscores the importance of aligning model selection 
and configuration with the specific demands of the task, particularly in domains involving 
complex phenomena under investigations.

When interpreting the results of this study, it is important to recognize that the choice of 
the most suitable approach and LLM model is highly context-dependent and influenced by 
multiple factors (Fussell et al., 2024). In addition to evaluating model performance, research-
ers must consider the availability of data and human resources for machine learning develop-
ment, as well as the contextual appropriateness of using general-purpose LLMs (Xu et  al., 
2024). One notable advantage of using accessible, pre-trained LLMs over traditional machine 
learning approaches is that the latter often require large volumes of authentic, labelled training 
data, which is frequently limited in educational research settings.

The performance of the models using the selected techniques leaves room for improve-
ment. One potential challenge is that, unlike human-constructed transcriptions, the data con-
sists of automatically generated text outputs from Finnish spoken classroom interaction (Phan 
et al., 2024), which lack multimodal features (e.g., prosodic cues such as intonation and tone) 
and punctuation cues like question marks (Donnelly et al., 2017). Accordingly, although LLM 
may be expected to misinterpret implicit questions as explicit ones without the multimodal 
cues, the Fig. 2 first example demonstrates an example on how both LLM and human coders 
agreed on implicit question, which was more of a statement rather than a question (i.e., no 
question coded).

Despite the limitations, the use of text-based data remains justified due to considerations 
related to data management and participant safety. Model performance could potentially be 
enhanced through fine-tuning and the application of more advanced prompt engineering strat-
egies (Fussell et al., 2024). However, emerging evidence suggests that large language mod-
els may struggle to interpret complex or layered coding schemes commonly used in class-
room discourse analysis (Xu et al., 2024). In particular, more nuanced or hierarchical coding 
appears to exceed the current capabilities of these models. On the other hand, the use of sim-
ple prompts in this study revealed limitations, highlighting the complexity of the data and the 
need to advance AI capabilities and prompting techniques in tandem.

Reflecting on the technology-aided analysis of classroom interaction, the immediate infor-
mation about presence or absence of teacher questions in instructions could be essential tool 
for teachers when reflecting on their practices and potential use of the above approaches. As 
simplest, automatic detection can easily reveal the extremes (e.g., 27 questions vs. 101 ques-
tions in this data), which is useful information for further explorations and reflective discus-
sion for example among peers (cf. Lehesvuori et al., 2021b). Although automated methods 
cannot yet achieve the accuracy of human coding based on highly developed and validated 
observational protocols, they can already provide the initial filtering tool for detecting class-
rooms with potentially richer dialogue. The use and detection of teacher questioning are cru-
cial for fostering more interactive and dialogic teaching in science (Gillies, 2023).
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Implications

One implication of the developing LLM technology could be automatic question detec-
tion to enhance AI-based tutoring to enrich lecturing and authoritative modes of teaching. 
Technology can help identifying relevant questions and summarize them for both teachers 
and students (Kasneci et al., 2023). It aids teachers in reflecting on their questioning strate-
gies and provides students with overviews of key science concepts (cf., Schlotterbeck et al., 
2020). Additionally, this process can occur in real-time during lectures, enabling immedi-
ate assessment of teacher actions and diagnosis of student contributions. Further develop-
ment of this technology will significantly advance and amplify educational research with 
focus on enrichening transmission modes of teaching continuously prevailing in science 
education (Lyons, 2006; Eshach et al., 2013; Lehesvuori et al., 2018).

Techniques that enable LLMs to consider the semantics of classroom talk can pave the 
way for more advanced AI applications for adaptive learning and adaptive teaching. In the 
context of this study, this could mean supporting science teachers in fostering more inter-
active classroom interactions by providing real-time feedback on their questioning in dif-
ferent in different phases of the lesson as well as in different educational settings (Li et al., 
2025). Also, as new conversational technologies like digital tutors (e.g., Hobert & Berens, 
2024) are implemented as artificial agents in the classroom, an important prerequisite is 
their capability to discern spoken utterances and advance techniques toward natural lan-
guage understanding (NLU) (e.g., Love et al., 2025).

Accordingly, the next step is to automatically distinguish between questions that support 
authoritative interactions and those that support dialogic interactions. Closed questions, 
which typically seek brief or factual responses, are often associated with authoritative 
discourse that emphasizes correctness and a single point of view. In contrast, open-ended 
questions are more characteristic of dialogic interactions because they invite elaboration, 
reasoning, and the consideration of multiple perspectives. Automatically identifying these 
question types can provide deeper insight into the nature of classroom discourse and its 
alignment with different pedagogical goals. Although, both types play a role in meaningful 
learning (Mortimer & Scott, 2003; Scott et al., 2006), dialogic interactions are still very 
infrequent in science, thus there is a call for technology-enhanced implications to facili-
tate such interactions. This could take place by shifting the focus on detecting more open 
type of questions that facilitate reasoning, argumentation and productive thinking (Bansal, 
2018; Chin, 2007).

In line with the capabilities of LLMs, the ability to formulate valid questions and 
prompts becomes more crucial than merely responding to them (Johnson et  al., 2024). 
Understanding the role and functions of different types of questions is essential when 
leveraging the power of LLMs for educational purposes, particularly in crafting prompts 
(Press et al., 2023). Similarly, LLM-generated feedback should move beyond simple praise 
to adopt a more process-oriented and feed-forward approach (Estévez-Ayres et al., 2024, 
Hirunvasiri et al., 2023; Li et al., 2025).

LLMs have received significant attention in educational research (Heilala et  al., 
2025). However, despite the promising advancements in AI for tutoring purposes, such 
as Intelligent Tutoring Systems and pedagogical agents (e.g., Estévez-Ayres et al., 2024; 
Sikström et al., 2022), generative LLMs still have a long way to go in effectively mod-
elling productive educational dialogues in authentic classroom settings through ques-
tioning and feedback. Bridging this gap requires extensive multidisciplinary research 
on the evolving AI technology. While AI techniques currently offer significant benefits 
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for education and educational research (Jeon & Lee, 2023), these developments are also 
transforming the roles of teachers and students and raising important social and ethical 
issues in education (Zhai et al., 2021).

Whereas this study focuses on science teacher questioning, the methods and tech-
nologies explored hold potential for application across various teaching and learning 
contexts. These tools could support a wide range of instructional practices beyond any 
single subject. Future advancements may extend their usefulness to diverse educational 
settings, enhancing teaching and learning more broadly.

Conclusions, limitations and future research

In conclusion, the results indicate the complexity of classification tasks from the spo-
ken language compared to written forms of outputs (Lee et al., 2024). Although auto-
mated approaches are expectedly more efficient in detecting questions than merely 
human approaches, the need for relevant examples indicates the need for human input 
in validation procedures often neglected due to the laborious nature of the processes 
(Chang et al., 2022). In other words, the interplay between human and technology-led 
approaches is necessary in studying complex educational phenomena such as discussed 
in this study.

While recognizing the ongoing evolution of technology, the findings present perti-
nent information as of the analysis conducted in Autumn 2023. Subsequently, there has 
been rapid advancement in technology, leading to an expansion in options for large lan-
guage models (LLMs). We acknowledge the dynamic nature of technological advance-
ments, recognizing that the results obtained in this study may soon become outdated due 
to this rapid pace of development. Nevertheless, the findings can still serve as a valuable 
reference for future work. To inform future methodological directions and assess the 
capabilities of pre-trained LLMs against domain-specific models, this study began with 
the practical and relevant task of binary coding of teacher questions. This streamlined 
approach is motivated by concurrent research, including our own, which has shown that 
large language models (LLMs) often struggle to apply nuanced coding schemes to com-
plex classroom interaction data (Xu et  al., 2024), underscoring the value of exploring 
simpler, prompt-based methods using non–fine-tuned and easily accessible LLMs.

There is a growing concern that the evolution of AI brings risks that conflict with 
ethical principles, such as equality coming along with open accessibility to explore pos-
sibilities of AI. Harnessing the power of AI for good should be open for all regardless of 
the resources (Kasneci et al., 2023). In the future, there is a need to ensure ethical prin-
ciples of AI in education, contributing to a responsible and trustworthy digital transfor-
mation. Yet, the identified ethical guidelines are mainly abstract (Ryan, 2020), and do 
not offer practical solutions for teachers. These practical solutions should firmly ground 
on latest educational research. Our aim is to continue research on science teacher ques-
tioning strategies and suggest AI-based implications that facilitate student learning 
of science. The next step is to use AI to investigate how different types of prompting 
affect the identification of a larger proportion of questions and the detection of various 
types of questions asked by science teachers. In general, regarding educational stud-
ies, the power of multidisciplinary approaches must be harnessed to develop a merged 
approach, bringing together the two sides, volume and accuracy.
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