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Abstract

DUS?3R introduced a novel paradigm in geometric com-
puter vision by proposing a model that can provide dense
and unconstrained Stereo 3D Reconstruction of arbitrary
image collections with no prior information about camera
calibration nor viewpoint poses. Under the hood, however,
DUSt3R processes image pairs, regressing local 3D recon-
structions that need to be aligned in a global coordinate
system. The number of pairs, growing quadratically, is an
inherent limitation that becomes especially concerning for
robust and fast optimization in the case of large image col-
lections. In this paper, we propose an extension of DUSt3R
from pairs to multiple views, that addresses all aforemen-
tioned concerns. Indeed, we propose a Multi-view Network
for Stereo 3D Reconstruction, or MUSt3R, that modifies the
DUSt3R architecture by making it symmetric and extending
it to directly predict 3D structure for all views in a com-
mon coordinate frame. Second, we entail the model with a
multi-layer memory mechanism which allows to reduce the
computational complexity and to scale the reconstruction to
large collections, inferring thousands of 3D pointmaps at
high frame-rates with limited added complexity. The frame-
work is designed to perform 3D reconstruction both offline
and online, and hence can be seamlessly applied to SfM
and visual SLAM scenarios showing state-of-the-art perfor-
mance on various 3D downstream tasks, including uncali-
brated Visual Odometry, relative camera pose, scale and
focal estimation, 3D reconstruction and multi-view depth
estimation.

1. Introduction

Recently, DUSt3R [69] introduced a novel paradigm in
geometric computer vision. In a nutshell, it can provide
dense and unconstrained Stereo 3D Reconstruction of ar-
bitrary image collections, i.e. without any prior informa-
tion about camera calibration nor viewpoint poses. By cast-
ing the pairwise reconstruction problem as a regression of
pairs of pointmaps, where a pointmap is defined as a dense
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Figure 1. Qualitative example of MUSt3R reconstructions of
Aachen Day-Night [82] nexus4 sequence 5 (offline, top) and
TUM-RGBD [56] Freiburgl-room sequence (online, bottom).
More qualitative examples can be found in the Supplementary.

mapping between pixels and 3D points, it effectively re-
laxes the hard constraints of usual projective camera mod-
els. The pointmap representation, now used in subsequent
works [18, 30], encompasses both 3D geometry and the
camera parameters, and allows to unify and jointly solve
various 3D vision tasks such as depth, camera pose and
focal length estimation, dense 3D reconstruction and pixel
correspondences. Trained from millions of image pairs with
ground-truth annotations for depth and camera parameters,
DUSt3R shows unprecedented performance and generaliza-
tion across various real-world scenarios with different cam-
era sensors in zero-shot settings.

Such architecture works seamlessly in monocular and
binocular cases, yet when feeding many images, the pair-
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Figure 2. (Left) Overview of our uncalibrated reconstruction framework: an input RGB, MUS(3R architecture and the memory state.
The network predicts both local X; ; and global X ; pointmaps, from which camera focal, depth map, pose and dense 3D can efficiently
be recovered, as seen in the global reconstruction. The memory is optionally updated according to simple heuristics depending on the
scenario. (Right) Qualitative example of uncalibrated Visual Odometry on the ETH3D “boxes” sequence in the online setting.

wise nature of the approach becomes a drawback rather
than a strength. Since the predicted pointmaps are ex-
pressed in a local coordinate system defined by the first
image of each pair, all predictions live in different coor-
dinate systems. This design hence requires a global post-
processing step to align all predictions into one global coor-
dinate frame, which quickly becomes intractable for large
collections when done naively. This raises the following
questions: How to tackle the quadratic complexity of a pair-
wise approach? How can we robustly and quickly opti-
mize such problem? What if we need real-time predictions?
While these legitimate concerns are partially addressed in
Mast3R-SfM [18], we take here a different stance and de-
sign a new architecture that is scalable to large image col-
lections of arbitrary scale, and that can infer the correspond-
ing pointmaps in the same coordinate system at high frame-
rates. To achieve these, our Multi-view network for Stereo
3D Reconstruction (MUSt3R), extends the DUSt3R archi-
tecture through several crucial modifications — i.e. making
it symmetric and adding a working memory mechanism —
with limited added complexity. The model, beyond han-
dling offfine reconstruction of unordered image collections
in a Structure-from-Motion (SfM) scenario, can also tackle
the task of dense Visual Odometry (VO) and SLAM, which
aims to predict online the camera pose and 3D structure of a
video stream recorded by a moving camera. We present the
first approach, to the best of our knowledge, that can seam-
lessly leverage the memory mechanism to cover both sce-
narios such that no architecture change is required and the
same network can operate either task in an agnostic manner.
Our contributions are threefold:

we revisit the DUSt3R architecture by making it symmet-
ric and enabling N-view predictions in metric space,

we entail it with a memory mechanism that allows to de-
crease the computational complexity for both offline and
online reconstructions, and

we achieve state-of-the-art performance in both uncon-
strained reconstruction scenarios in terms of estimating
field-of-view, camera pose, 3D reconstruction and abso-
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lute scale without sacrificing any inference speed.

2. Related work

Direct RGB-to-3D. In contrast to traditional handcrafted
approaches for Structure-from-Motion (SfM) [10, 11, 23,
25, 48], recent learning approaches aim at directly pre-
dicting 3D and cameras from one or several RGB images.
These methods leverage neural networks to learn strong
3D priors from large datasets such as object-centric pri-
ors [35, 39—41] or arbitrary scenes [54, 58, 64, 68, 83] via
differentiable SfM trained end-to-end. DUSt3R [69] takes a
different stance by casting the pairwise reconstruction task
as a regression of a pair of pointmaps. This model was ex-
tended in [30] to improve its pairwise matching capabilities
and by [79] adapting it to dynamic scenes. In both cases
however, the network only handles pairs, meaning that a
Global Alignment (GA) needs to be introduced when more
images are available. This comes with an additional com-
plexity, a computational burden and technical challenges.
To avoid global alignment and increase inference speed,
Spann3R [65], a concurrent work in the DUSt3R framework
proposes to use a spatial memory to keep track of previ-
ous observations. This allows to directly predict per-image
pointmaps expressed in a global coordinate system, alleviat-
ing the need for GA. Spann3R retains the pairwise architec-
ture of DUSt3R processing pairs sequentially. Apart from
the first and last one, all images go through the model twice
successively. For each image, position-augmented features
are obtained in the first pass, then enhanced by querying
the spatial memory through an attention operation that in-
volves an additional encoder. The second pass updates the
memory and predicts the pointmap. In this work, we di-
vert from the pairwise paradigm and evolve DUSt3R from
pairwise to IN-view by integrating the memory as an essen-
tial element of the architecture. Interestingly, other works
like ACE-0 [6] also explored incremental pointmaps pre-
diction in the form of scene coordinate reconstruction. The
idea is to track image-to-scene correspondences and repre-



sents the scene implicitly as a neural network. Instead, our
method represents scenes explicitly as pointmaps and de-
ploys attention operations on memory for image-to-images
correspondences.

Calibrated Visual Odometry (VO). SLAM methods us-
ing only RGB cameras are less explored than their RGB-D
counterparts, since the lack of geometric priors can cause
scale and depth ambiguities. We refer the interested reader
to a recent survey on SLAM in general [63] and we re-
strict ourselves to the VO framework in the following. The
common denominator of all VO methods [38, 59, 77] is
a heavy reliance on handcrafted heuristics and projective
camera geometry for joint camera pose and scene optimiza-
tion, even when leveraging the most recent neural advance-
ments [9, 31, 46, 87]. Most interesting to us are the works in
the direction of prior-driven VO by including priors in the
form of monocular depth [84, 87], monocular regulariza-
tion [15] or learned optical flow [60]. Likewise, our method
leverages fully data-driven priors to operate online or of-
fline indifferently. However, and in contrast to all existing
VO methods, it can handle uncalibrated VO and can also
seamlessly estimate a dense 3D scene, the camera parame-
ters and scene scale at high inference speed.

Uncalibrated Regime. Dense VO without camera calibra-
tion is appealing for its scalability, versatility and ease of
deployment. The problem has often been tackled in com-
bination with other sensors, e.g. multi-camera setups with
IMU sensors [24], or camera with LiDARs [43] and prov-
ably allows for efficient self-calibration. RGB-only cali-
bration [21, 33], however, typically relies on CNNs trained
with large amounts of synthetic data [88] and they are not
often used in practice. An exciting option has been pro-
posed with a fully uncalibrated solution to the navigation
problem [27] but require a tedious preliminary exploration
of a static environment. MUSt3R, akin to DUSt3R operates
regardless of the camera parameters as long as it respects
the camera models used for training. Interestingly, our dual
pointmap prediction head enables efficient recovery of focal
length to achieve high frame rates.

3. Method

We first briefly recall the main components of the DUSt3R
framework in Sec. 3.1. Then, we describe the proposed
MUSt3R in Sec. 3.2 and how it simplifies DUSt3R to make
it applicable to the N-view scenario. Our formulation en-
ables the introduction of a memory mechanism, described
in Sec. 3.3, that can be iteratively updated to handle an un-
limited number of views. A major novelty of this approach
lies in its ability to seamlessly tackle both offline recon-
struction and sequential causal applications, such as dense
Visual Odometry, at a high framerate. We describe how a
single network can solve both scenarios in Sec. 3.4.
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3.1. DUSt3R: a binocular architecture

DUSt3R [69] is designed to jointly infer dense 3D recon-
struction and camera parameters from pairs of images, by
mapping a pair of images to 3D pointmaps that live in a
common coordinate system. A transformer-based network
predicts a 3D reconstruction given two input images, in the
form of two dense 3D pointmaps {X; 1} € REXW>3 4 ¢
{1,2} i.e. a 2D-to-3D mapping between each pixel p of the
images {I;} and the 3D point it observes X, 1[p] € R? ex-
pressed in the coordinate system of the first camera.
Formally, given a pair of images {I;}, they are first
split into regular patches, or tokens, that are encoded by a
Siamese ViT [17] encoder, yielding two latent representa-
tions E;. These are projected linearly to DY = LIN(E;)
which is the input to a set of L intertwined layers of de-
coders blocks {DEC!, DECh} % | similar to the [71] archi-
tecture. These blocks process the two images jointly, ex-
changing information via cross-attention at each layer to
‘understand’ the spatial relationship between viewpoints
and the global 3D geometry of the scene. Finally, two pre-
diction heads {HEAD:P} regress the final pointmaps X ;
and their associated confidences C; from the output of the
last layers DZ, and optionally E;, typically leveraged in

i

combination with DPT prediction heads [44]:

XM,CZ- = HEAD?D(E“D'ZL) (l)

DUSt3R is trained in a fully-supervised manner using a
simple pixel-wise regression loss

EDY

1 1~
S Xii [p] — 3% [p]
pel;

’ ; 2

where j=1 represent the reference view and p is a pixel for
which the ground-truth 3D point X; ;[p] € R? is defined.
In the original formulation [69], normalizing factors z, Z are
introduced to make the reconstruction scale-invariant. They
are defined as the mean distance of all valid 3D points to
the origin. In this work we instead follow MASt3R [30] and
regress metric predictions when possible i.e. we set z := 2
whenever ground-truth is metric. Following DUSt3R [69],
we also wrap this loss with a confidence aware loss Leon ¢

3.2. MUSt3R: a Multi-view Architecture

Our first contribution is to extend DUSt3R to an arbitrary
number N of views. As detailed before, its binocular archi-
tecture features 2 distinct decoders. Naively extending to NV
views would not scale, as it would practically require a set
of N distinct decoders. We propose instead to reformulate
and simplify the previous framework by making the archi-
tecture symmetric with a single Siamese decoder that shares
weights between views. This architecture naturally scales to
N views while halving the number of trainable parameters



in the decoder compared to that of DUSt3R. Finally, we ex-
tend DUSt3R to predict an additional pointmap that will be
leveraged for efficient camera parameters estimation. We
now detail each modification below.

Simplifying the DUSt3R architecture. First, we make the
DUSt3R architecture symmetric. Our hypothesis is that the
duplicated decoders and heads are highly redundant. We
thus replace them by a Siamese decoder and a Siamese head
with shared weights, denoted as DEC and HEAD? respec-
tively, dropping the subscript notation. To identify the ref-
erence image I;, which defines the common coordinate sys-
tem, we add a learnable embedding B to DY at the begin-
ning of the shared decoder,

DY = LIN(E,) + B. 3)

We also note that using Rotary Position Embedding
(RoPE) [57] in the cross attention is not necessary and can
be safely removed. Please refer to the Supplementary for
detailed ablations on these changes.

Scaling-up to multi-view. Our framework naturally ex-
tends to handle three or more images. This can be simply
done by changing the behavior of the cross-attention in each
decoder block DEC'. They are all residual and include self-
attention (intra-view), followed by cross-attention (inter-
view), and a final MLP. Therefore, we can trivially let the
cross-attention operate between tokens of image I; and to-
kens of all other j#i images. In more details, let CATN
denote the concatenation of image tokens in the sequence
dimension and M!, = CaTx(D!,...,D!) the concatena-
tion of tokens from n images at each layer [. Similarly,
M, _; = Cary(Di,...,D!_, Dl ,...,D}) denotes
the concatenation of tokens for all but the i image. In this
notation, our model applies, at each layer [, cross-attention
between tokens of image I; and tokens of all other images:

D! = Dec/(D} ™, ML L), (4)

n,—1i
Fast relative pose regression. In DUSt3R, X} ; is used to
estimate the intrinsics of I, and a second forward with the
symmetric pair (I, [;) allows to predict X5 o in order to
estimate the intrinsics of /. We want to build a multi-view
model that preserves this ability with a low computational
cost. For this purpose we change the prediction head to
output an additional X;; ; pointmap:

,—1

(X;,1, X, C;) = HEADP(D}),i € {1..n}.  (5)
With such a change, we can easily recover the relative pose
between I and I; by estimating the transformation between
X,,; and X; 1 via Procrustes analysis, which is simpler and
faster than PnP, as demonstrated empirically. Interestingly,
we do so regardless of the focal length, in contrast to a more
traditional PnP [23] approach.
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Figure 3. Overview of the proposed architecture for a decoder
of depth L = 3, a Linear HEAD® and without the INJ*® mod-
ule. The left side shows initialization with two images. The right
side shows how the memory is used and updated given a new im-
age/frame.
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Figure 4. The 3D feedback module for a decoder of depth L = 3.

3.3. Introducing Causality in MUSt3R

Our second contribution is to make MUSt3R iterative.
Based on the architecture described in Sec. 3.2, we i) endow
the model with an iteratively updated memory which allows
to efficiently process any number of images, offline or on-
line, ii) inject 3D feedback to earlier layers through an extra
MLP. The overall decoder architecture is shown in Fig. 3,
the injection schema is shown in Fig. 4.
Iterative memory update. In Sec. 3.2, we described how
to extend DUSt3R to process multiple images. Yet in prac-
tice N may be very large, making cross-attention on very
large token sequences computationally intractable. Further-
more, in some scenarios the images might arrive sequen-
tially, for instance in visual odometry. In order to handle a
large number of images we propose to leverage our model
in an iterative manner, with the usage of a memory, reminis-
cent of Spann3R [65]. Contrary to Spann3R, however, this
memory simply contains in our case the previously com-
puted M, of every layer. As shown in Fig. 3, when a new
image I,,+1 comes, it cross-attends with these saved tokens,
i.e. for each layer we have:

D;,.; = DEC' (D},

M. (6)

Features D!, 41 of the new image can simply be added to



the memory by concatenating them to the current memory
M, thus expanding the memory to M/, ;. Interestingly,
we can draw a parallel with KV cache in causal transformer
inference [42]. By caching the previously computed D! at
every layer, we make MUSt3R causal: every new image
attends to previously seen images, but these are not updated.

With this architecture, it is possible to process an image
without appending new tokens to the memory. We call this
process rendering. It can be used to break the causality of
the model, i.e. by re-computing pointmaps given tokens of
future frames. We typically perform rendering at the end of
a video sequence, when all images are in the memory. We
can process frames one by one (denoted as sequentially) or
n by n (n > 1), although sequential predictions usually
perform better as shown in Supplementary.

Global 3D Feedback. So far, the proposed method lacks
any feedback mechanism between the memory tokens M,
of terminal layers towards those of earlier layers M¥, k < 1.
In particular, MY is just the concatenation of projected en-
coder features DY and naturally lacks any knowledge of the
other frames. One reasonable assumption is that the token
representations at the terminal layer contain more global
3D information than those at earlier layers. We thus pro-
pose to simply augment all memory tokens with informa-
tion from the last layer [ = L — 1 in order to propagate
global 3D knowledge to every layer. This is feasible in the
iterative framework described above since the last layers of
the past frames already contain this information. Formally,
let us denote the set of previous and new images by P and
N, respectively. To inject such information from the ter-
minal layer into the earlier layers, we augment M! with
M! = Cary(D},...,D.) where

Dl_:{

where INJ® consists of a Layer Norm followed by a two-
layer MLP (see Fig. 4). We refer to empirical evidence in
the Supplementary that show the significant impact of this
feedback mechanism.

D!+ InP(DF Y, Vi< L—1landieP

7
D, l=L—-1lori €N, 2

3.4. Memory Management

As the memory grows linearly with the number of images,
this can become an computational issue for large image col-
lections. To mitigate this, we resort to a heuristic selection
of memory tokens. In fact, carefully selecting which images
are added to the memory is crucial. We distinguish between
two scenarios: online, where frames of a video stream come
one by one, and offline, where we want to reconstruct an un-
ordered collection of images. In all cases, we use the same
network at test time without bells-and-whistles.

Online. In the video case, we leverage a running mem-
ory and 3D scene of current observations which are updated
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on-the-fly. The memory and the scene are initialized from
the predictions of the first image. Then, we forward every
incoming frame through MUSt3R, attending to the current
memory. This leads to a prediction of both dense visible ge-
ometry and camera parameters. We decide whether to keep
the current prediction based on the spatial discovery rate
between the predicted pointmap X; ; and the current scene,
keeping only a frame when it observes a significantly new
part of the scene, or from a different enough viewpoint.

To this aim, we store the scene as a set of KDTrees [5].
When building or querying the trees, each 3D point is asso-
ciated to a tree by index based on the viewing direction of
the observation. This is done by splitting the sphere of view-
ing directions into regular octants. We discretize the view
direction of each pixel in spherical coordinates, to map it to
the index of the relevant octant. Each pixel is thus mapped
to a specific tree, then used to recover the nearest distance to
the current scene. This distance is normalized by the depth
at this pixel. The discovery rate of a frame is simply the p-
th percentile of the normalized distances. We decide to add
the frame to the memory and the 3D points and view direc-
tions to the current 3D scene if the discovery rate is above a
given threshold 74, i.e. the incoming frame observes enough
new regions of the scene.

An example of kept memory frames are shown in green
in Fig. 2 (right). We refer to the Supplementary for the de-
tailed algorithm. Note that this approach is purely causal
since each view only sees the past frames, still we can break
the causality by rendering again all images, as described in
Sec. 3.3.

Offline. Inspired by MASt3R-SfM [18], we use the
ASMK (Aggregated Selective Match Kernels) image re-
trieval method [61] using the encoder features E; of all im-
ages I;. Our key insight is to leverage the encoded images
with minimal computational overhead. We follow their far-
thest point sampling [19] method to select a fixed number
of keyframes. The problem is then to find a good ordering
of the images such as to observe the ones that maximize the
overlap first, for more stability in the predictions. There-
fore, we reorder them with the following strategy: we start
with the keyframe which is the most connected to the oth-
ers, then a greedy loop iteratively adds the other images by
order of highest similarity to the current view set. These
keyframes are sequentially passed through the network to
build a latent representation of the whole scene. We then
render all the images from this memory. Note that it is pos-
sible to forward all images in an iterative manner like in
ACE-0 [6], but this would dramatically increase the num-
ber of decoder passes needed, thus adding computational
burden.



4. Training

Pre-training MUSt3R with pairs. Similar to DUSt3R, we
train MUSt3R in multiple steps. First, we start by training
the simplified architecture described in Sec. 3.2 for metric
predictions. In our scenario, we aim to predict points that
could be far apart in a large scene. For a better conver-
gence and performance on distant points, we compute it in
log space (see the ablation study of the loss choices in the

Supplementary) :
Jiw = ponlog(1+ ), (®)
/ 1 ~/ <
Xilpl = FCXaslpl), Xo,lpl = F(5Xaslp)), O
eali ) = Y X 1p) = X 00 (10)

p€l;

We start training the model with a linear head initialized
from CroCo v2 [72] (decoder depth L = 12) on 224 reso-
lution images. Then, we finetune for 512 resolution (with
varying aspect ratios). The model is trained on a mixture
of 14 datasets: Habitat [47], ARKitScenes [14], Blended
MYVS [75], MegaDepth [32], Static Scenes 3D [37], Scan-
Net++ [76], CO3D-v2 [45], Map-free [3], WildRGB-
D [73], Virtual KITTI [7], Unreal4K [62], DL3DV [34],
TartanAir [70] and an internal dataset.

Training MUSt3R. Then, we train MUSt3R with multiple
views, starting from the above trained symmetric DUSt3R
as initialization. In our experiments we use a total num-
ber of N = 10 images per scene'. To be able to handle
such sequences of images, we freeze the encoder and use
xformers [29] to compute attention efficiently. We train this
model on 12 datasets, that are mentioned above, but remov-
ing Virtual KITTI and Static Scenes 3D as they are unsuit-
able to our setup. During training, the memory is initialized
from two images, then updated from individual images, as
shown in Fig. 3. We split the training loss in two steps:
1) we predict the pointmaps of a randomly chosen number
n,2 < n < N of views, and use the latent embeddings to
populate the memory, and 2) we render all views, includ-
ing the n memory frames from this memory, meaning we
obtain in the end n + N predictions that correspond to the
concatenation of the n and N views. The loss to minimize

is thus : n+N

L= lrglis 1) + lrege(i, 7).

i€l

(1)

To increase robustness and favor redundancy, we aug-
ment the training with a token dropout. The memory tokens
from the first image [; are protected as it plays a particu-
lar role for the 3D points are represented in the coordinates

For object centric datasets, the IV views are randomly selected, while
for the others, we start from an overlapping image pair and add images one
by one, ensuring that it overlaps with at least one already selected image.

frl fr2 fr3 Speed

360 desk desk2 plant room rpy teddy xyz|xyz desk | long | Avg|(FPS)
ORB-SLAM3 [8] | X 2.0 X 118 X 56 X 10 05 13 17 | X
S DSO [20] X 272 660 6.0 586 X X 38 03 22 99| X
DPVO [60] 13.1 94 65 3.0 398 35 62 13 05 35 55 (84
TANDEM [28] X 43 337 X X 49 431 24 03 20 83| X
MonoGS [36] 142 63 740 93 649 34 356 1.6 45 133.1 3.3 |31.8
DeepFactors [12] [17.9 159 20.2 319 38.3 3.8 56.0 59 84 263 490|249
D DepthCov [16] 128 56 48 26.1 257 52 475 56 12 159 688|199
DROID-VO [59] |15.7 52 11.1 6.0 334 32 19.1 56 107 79 73 |114
COMO-NC[15] [16.1 42 109 19.3 28.6 52 68.7 41 0.7 88 46.8|194
COMO [15] 129 49 95 138 270 4.8 245 40 0.7 63 105|108

GIORIE-VO* [78]|13.1 4.0 8.6 4.1 327 29 145 12 02 134 48 (93| -

Spann3R [65] 20.7 16.1 283 57.4 84.8 6.1 924 2.1 44 153 193.9(47.4| 4.8

U MUSER-C 89 51 7.1 54 13452 69 27 1.7 41 59 |60]1L1

MUSt3R 78 40 46 40 99 43 42 13 12 34 43 |45]| 84
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Table 1. VO: ATE RMSE [cm] on TUM RGB. Sparse (S) versus
dense (D) versus dense unconstrained (U) methods on TUM-RGB
SLAM benchmark. (*) model re-run without Loop Closure and
global bundle adjustment.

of the first camera, similar to DUSt3R. Token dropping is
made for each incoming frame on the current memory and
is consistent across layers, such that if a token is removed, it
should not appear in any layer. We use a dropout probability
of 0.05 (0.15) for 224 (512) resolutions respectively.

5. Experimental validation

We demonstrate the usability and performance of the pre-
sented system in many unconstrained scenarios, namely un-
calibrated Visual Odometry (VO), relative pose estimation,
3D reconstruction and multi-view depth estimation. In all
scenarios we achieve state-of-the-art performance without
access to the camera calibration, yet with a pipeline of a
striking versatility and simplicity. Our evaluations are com-
paring MUSt3R to the existing state of the art on many
downstream tasks (Sec. 5.2, Sec. 5.3, Sec. 5.4, but we put
a particular focus on DUSt3R and Spann3R, which are the
closest to our work. We ablate the components and design
choices of the MUSt3R architecture in the Supplementary.

5.1. Uncalibrated Visual Odometry

We evaluate our online MUSt3R model on the real images
datasets TUM RGBD [56] and ETH3D SLAM [50, 51]. We
cannot compare on Replica [55] since it is contained in our
training set. Note that contrary to the entirety of the com-
pared methods, MUSt3R and Spann3R operate in the un-
constrained scenario, meaning the calibration of the camera
system is considered unknown. Our results are obtained
with the same hyperparameters for all datasets 74 = 5%
and py 85% (see Sec. 3.4). We denote MUSt3R-C the
causal variant, without rendering, while MUSt3R with ren-
dering is followed by a minimal Laplacian smoothing. We
compare to Spann3R by running their code on the SLAM
benchmarks, with minimal modification to recover camera
poses via PnP on the predictions, leveraging the focal length



Test Handheld Robot Structure Dynamic 3D Objects| Avg
Spann3R [65](4.1(4.0) 60.1(28.3) 122.8(115.6) 32.7(6.8) 88.3(76.6) 80.9(61.2) (64.8(48.7)
MUSt3R-C  [3.93.8) 7.2(7.1) 37.4(32.6) 5.2(5.0) 39.1(12.7) 32.0(7.1) (20.8(11.4)
MUSt3R 3.8(3.8) 6.2(5.8) 20.6(14.6) 3.9(3.6) 29.1(10.8) 22.7(5.6) | 14.4(7.4)

Table 2. TUM RGBD [56] Tracking Accuracy ATE RMSE [cm].
Dense unconstrained methods on the whole TUM RGBD dataset
split into six categories: mean (median) RMSE values are reported
per category.

freiburgl freiburg2 | freiburg3
360 desk desk2 plant room rpy teddy xyz | xyz desk |long-officeMean Median
Spann3R|(12.13 12.77 12.16 12.68 12.12 11.64 12.81 12.36 11.79 12.74  9.49 12.06 12.16
MUSBR| 6.42 2.64 3.36 6.56 4.32 4.04 565 0.11 5.06 6.28 3.04 432 432

Table 3. Comparison of diagonal FoV errors in degrees for
Spann3R and MUSt3R across TUM RGBD scenes.

estimated by the first view.

We are interested in the RMSE Average Trajectory Error

(ATE) after alignment to the ground-truth (GT) as a mea-
surement of camera trajectory quality. For unconstrained
methods, we also look at the frame-rate, absolute verti-
cal Field-of-View (FoV) error in degrees, as well as met-
ric scale estimation quality in % of the ground-truth scale.
Following prior art [15, 60], for fair comparison, all SLAM
methods run in visual odometry (VO) mode, i.e. without
global bundle adjustment. Qualitative results of the tra-
jectory and reconstructions for both datasets are showed
in Figs. 1 and 2 and in Supplementary.
TUM RGBD [56] is a well established benchmark that
presents challenges for monocular VO and SLAM due to
significant motion blur, exposure changes, large rotations
and trajectories, dynamic scenes and rolling shutter ar-
tifacts. We compare our method against state-of-the-art
methods on 11 RGB-only sequences (Tab. 1) and we report
all sequences in the Supplementary.

MUSt3R and Spann3R [65] form a new group of dense
unconstrained methods (U). As the table shows, Spann3R
is penalized by high error on four long sequences. In-
stead, MUSt3R-C performs well on both short and long se-
quences. Adding rendering further reduces the error and
achieves the best performance on average at the cost of
a slightly decreased frame rate (8.4 FPS). For these three
methods, table reports the average speed (FPS) on NVIDIA
V100 GPU. For the (U) category, we can evaluate the accu-
racy of the focal estimates in terms of absolute FoV error.
Tab. 3 compares these values for MUSt3R and Spann3R on
the same subset of 8 trajectories, with a clear advantage of
the former, achieving an average error of 4° only. Tab. 4
shows that MUSt3R-C and MUSt3R estimate scale with a
comparable accuracy, with a median scale error of 5.5% and
4.6% respectively.

Tab. 1 contains the 11 sequences commonly used for
evaluating in the VO setting [15, 59, 78]. We complete
the evaluation by running both Spann3R and MUSt3R on

freiburgl freiburg2| freiburg3
360 desk desk2 plant room rpy teddy xyz|xyz desk|long_office| Mean Median
MUSt3R-C|26.9 33 98 1.0 79 859 14.1 3.7 12 24 5.5 147 55
MUSt3R [21.1 21 93 29 7.7 863 152 02 1.7 17 4.6 139 46
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Table 4. Scale estimation error (in % of the ground-truth scale)
across TUM-RGBD scenes.

cablesl camshakel einsteinl plantl plant2 sofal table3 table7|Avg|FPS
Spann3R [65]| 33.2 5.1 30.9 41 57 17.1 193 189 |16.8 6.1
MUSt3R-C 20.7 5.6 154 23 27 158 17.6 95 |11.2|118
MUSt3R 20.7 53 11.2 1.8 27 155 173 5.5 (10.0] 8.7

Table 5. ETH3D SLAM [51] Tracking Accuracy ATE RMSE
[cm] on ETH3D benchmark. Dense unconstrained methods for 8
selected trajectories.

the full set of 46 test scenes. We point out that many of
these scenes represent a real challenge for current state-of-
the-art methods. We find that MUSt3R compares favorably
(Tab. 2) on all six categories as defined by the challenge:
Testing, Handheld, Robotic, Structure vs Texture, Dynamic
Objects and 3D Objects Recognition.

ETH3D SLAM [50] includes a large number of trajectories
recorded in a motion capturing system. MUSt3R is 50%
more accurate on average than Spann3R (Tab. 5; see Sup-
plementary for the full set of results) with again an average
RMSE of 10.0 cm, obtained at around 10 FPS.

5.2. Relative pose estimation

We tested MUSt3R and Spann3R on the CO3D [45]
and RealEstate10k [85] datasets, which are indoor/outdoor
datasets where camera poses were obtained via COLMAP
or SLAM with bundle adjustment on the full image se-
quences. As [67], we evaluate the methods on the 1.8K
video clips from the test set. Each sequence is 10 frames
long and we evaluate relative camera poses between all pos-
sible 45 pairs. As defined in [2, 80, 81], reported metrics
are Relative Rotation Accuracy below 15° (RRA@15), Rel-
ative Translation direction Accuracy below 15° (RTA@15)
and mean Average Accuracy below 30° (mAA @30) defined
as the area under the curve min(RRA@7, RTA@7) at a
threshold 7, integrated over [1, 30].

In Tab. 7, we compare MUSt3R to previous works based
on pointmap regression. If not specified otherwise, the fo-
cal length is estimated from the predictions, and later used
with PnP [23] to recover the camera poses. In the case of
DUSt3R, all pairs have to be processed twice through the
decoder. The Global Alignment (GA) adds another layer of
computational complexity to align all pairwise predictions
in the same reference frame. In contrast, Spann3R leverages
a memory mechanism similar in spirit to ours, decreasing
the computational complexity and increasing the FPS at the
cost of accuracy. MUSt3R, which also leverages a working
memory expressing all views in the same coordinate sys-
tem, yields better performance than all baselines. For fair-



7-Scenes NRGBD DTU
Methods Acc | Comp | NC 1 Acc | Comp | NC 1 Acc | Comp | NC 1 FPS Mem
Mean Med. Mean Med. Mean Med. [Mean Med. Mean Med. Mean Med. |Mean Med. Mean Med. Mean Med.
F-Recon [74] 0.124 0.076 0.055 0.023 0.619 0.688 [0.285 0.206 0.151 0.063 0.655 0.758 - - - - - - <1
DUSt3R-224 [69](0.029 0.012 0.028 0.009 0.668 0.768 |0.054 0.025 0.032 0.010 0.802 0.953 |2.296 1.297 2.158 1.002 0.747 0.848 | 0.74 (0.78) (38.1G
Spann3R [65] 0.034 0.015 0.024 0.009 0.664 0.763 [0.069 0.032 0.029 0.011 0.778 0.937 |4.785 2.268 2.743 1.295 0.721 0.823 |27.38 (65.49)| 5.0G
MUSt3R-224 0.028 0.012 0.027 0.010 0.665 0.758 [0.062 0.025 0.031 0.012 0.788 0.930 |3.256 1.863 2.193 0.995 0.715 0.815 40.41 4.1G
MUSt3R-512 0.026 0.009 0.027 0.009 0.617 0.682 [0.048 0.022 0.020 0.008 0.768 0.911 [3.261 1.681 1.965 0.765 0.661 0.741 12.10 8.1G

Table 6. Comparison with Spann3R. FPS numbers in parenthesis are from [65]. Ours were obtained on a A100 GPU. We limit the
maximum batch size when rendering to 10 for MUSt3R-224 and 5 for MUSt3R-512. For DUSt3R-224, our FPS and GPU memory

numbers were obtained with a complete graph.

Method Co3Dv21 RealEstate10K 1| Speed
RRA@15 RTA@15 mAA(30) mAA(30) (FPS)
DUSt3R-512 [69] 94.3 88.4 772 61.2 32
DUSt3R-512-GA [69] 96.2 86.8 76.7 67.7 0.1
Spann3R [65] 89.1 83.6 70.4 60.8 7.4
MUSt3R-224 95.1 90.8 80.7 74.7 11.7
MUSt3R-512 97.0 92.7 84.1 75.1 4.1
MUSt3R-512 (Pro) 95.5 88.9 78.3 65.5 329

Table 7. Multi-view pose regression on CO3Dv2 [45] and
RealEstatel0K [85] with 10 random frames. All methods re-
sort to PnP to estimate camera pose except for (Pro) that uses
Procrustes alignment. FPS include both inference and pose esti-
mation, on a A100 GPU.

ness, Spann3R needs to be compared to the 224 resolution
where DUSt3R is competing against the 512 one. The (Pro)
variant is the one that leverages Procrustes alignment for
pose estimation. It provides almost the same accuracy than
PnP but is almost an order of magnitude faster, which is of
critical importance for real-time applications, like Sec. 5.1.

5.3. 3D Reconstruction

We evaluate pointmaps on 7Scenes [53], Neural RGBD [4]
and DTU [1] using the same protocol as Spann3R [65]. In
more details, Following prior works [65, 66, 86], we report
in Tab. 6 accuracy (Acc), completeness (Comp) and normal
consistency (NC) such that the predicted dense pointmap is
directly compared with the back-projected per point depth,
excluding invalid and background points if applicable. For
MUSt3R, we update the memory with all images, and then
render the final pointmaps.

Quantitatively, MUSt3R almost always outperforms
Spann3R with better FPS. It also achieves a performance
similar to DUSt3R, while being 5 times lighter and an or-
der of magnitude faster. We note that the GPU memory
usage between Spann3R and MUSt3R is in the same range,
the small improvement of MUSt3R could be attributed to
the difference in implementations, esp. in the attention.
MUSt3R-224 uses 4.1G with xformers and 5.2G with the
naive implementation, close to the 5.0G of Spann3R. De-
tailed studies on the impact of the memory size and the
number of images passed at once are available in Supple-
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Methods KITTI ScanNet ETH3D DTU T&T Avg
rell 7 treld 7 trell 7 trell 7 1 rely 7T Prell T 1 time (s)}

DUSt3R-512 [69]| 5.4 49.5 (3.1) (71.8) 3.0 76.0 3.9 68.6 (3.3) (75.1)| 3.7 68.2 0.19
MUSIt3R-512 4.5 55.0 (4.0) (59.8) 2.5 80.3 4.6 554 (2.6) (80.4)| 3.7 662 0.29
DUSt3R-224 [69] | 9.2 329 (4.2) (58.2) 4.7 619 2.8 77.3 (5.5) (56.5)| 5.3 574 0.10
Spann3R [65] 7.9 36.2 (3.3) (67.1) 5.7 58.6 3.5 65.2 (4.7) (58.5)| 5.0 57.1 032
MUSt3R-224 6.1 46.8 (4.5) (56.7) 3.6 68.0 4.6 63.1 (4.7) (64.5)| 4.7 59.8 0.19
MUSBR-224v6 | 6.1 47.6 (4.5) (56.6) 3.6 67.3 4.7 62.8 (4.4) (65.2)

Table 8. Multi-view depth evaluation with no poses nor intrin-
sics. Results are for the quasi-optimal number of compared views
n € [1, 10] for each method. (Parentheses) denote training on data
from the same domain. Best results (per resolution) in bold.

mentary.

5.4. Multi-view depth evaluation

Finally, we compare MUSt3R to pointmap regression meth-
ods on multi-view stereo depth estimation in Tab. 8. In our
case, depthmaps are simply the z-coordinate of the local
pointmaps X, ;. As [52], we evaluate it on the KITTI [22],
ScanNet [13], ETH3D [49], DTU [1] and Tanks and Tem-
ples (T&T) [26] datasets, reporting Absolute Relative Er-
ror (rel) and Inlier Ratio (7) with a threshold of 1.03 on
each test set, and the averages across all test sets. Because
none of the methods leverage ground-truth camera parame-
ters and poses, the predictions have to be aligned to ground-
truth via median normalization as advocated in [52]. On
average MUSt3R-224 performs better than other baselines
and the 512 version performs similarly to DUSt3R.

5.5. Limitations

Despite very strong results on multiple downstream tasks,
MUSt3R shows signs of limitations for sequences where
the views drift too far from the 1st view.

6. Conclusion

We proposed MUSt3R, a new multi-view network for 3D
reconstruction of large image collections which operates in
offline and online scenarios at high speed. Our evaluations
shows the state-of-the-art performance of MUSt3R on mul-
tiple 3D downstream tasks, such as depth and relative pose
estimation, 3D reconstruction and uncalibrated VO.
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