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Abstract

With the rapid advancements in diffusion models and 3D
generation techniques, dynamic 3D content generation has
become a crucial research area. However, achieving high-
fidelity 4D (dynamic 3D) generation with strong spatial-
temporal consistency remains a challenging task. Inspired
by recent findings that pretrained diffusion features capture
rich correspondences, we propose FB-4D, a novel 4D gen-
eration framework that integrates a Feature Bank mecha-
nism to enhance both spatial and temporal consistency in
generated frames. In FB-4D, we store features extracted
from previous frames and fuse them into the process of gen-
erating subsequent frames, ensuring consistent character-
istics across both time and multiple views. To ensure a
compact representation, the Feature Bank is updated by a
proposed dynamic merging mechanism. Leveraging this
Feature Bank, we demonstrate for the first time that gen-
erating additional reference sequences through multiple au-
toregressive iterations can continuously improve generation
performance. Experimental results show that FB-4D sig-
nificantly outperforms existing methods in terms of render-
ing quality, spatial-temporal consistency, and robustness. It
surpasses all multi-view generation tuning-free approaches
by a large margin and achieves performance on par with
training-based methods. Our code and data will be pub-
licly available to support future research.

1. Introduction

Dynamic 3D content generation, commonly known as 4D

generation, involves not only creating the 3D geometry and

appearance of objects but also capturing their motion over

time within 3D space. Recently, interest in 4D content gen-

eration has surged [1, 10, 23, 24, 30, 53, 55, 57, 66, 74, 80,

Figure 1. Compared to STAG4D [86], our method enhances spa-

tial consistency (top row, better texture alignment across differ-

ent viewpoints) and temporal consistency (bottom row, with fewer

floaters and smoother motion transitions) by leveraging implicit

correspondences in diffusion features. This translates to a superior

FVD score than STAG4D (724.26 v.s. 992.21).

84, 86, 91], driven by applications in autonomous driving,

gaming, digital avatars, and immersive media.

The primary challenge in dynamic 3D generation lies

in jointly modeling spatial-temporal correspondences. To

tackle this, borrowing from static 3D [29, 39, 41, 50], cur-

rent approaches typically employ a two-stage process. The

first stage involves generating multiple anchor views of se-

quences, while the second stage uses these anchor views to

train a 4D representation with score distillation [40]. For the

first stage, there are two primary approaches. (I) Training-
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based methods, such as SV4D [74] and 4Diffusion [88],

solve this task in a data-driven manner by modeling the joint

latent space of views and frames, and conducting view and

frame attention interleaved. However, the length of videos

and the number of views that can be processed with these

methods are constrained by GPU memory limitations, such

as the need for 80GB GPUs, which are not accessible to

content creators using typical workstations. (II) Training-
free methods disentangles the problem by relying on priors

from pre-trained video and multi-view generative models

[52]. A notable example is STAG4D [86], which takes a

single-view video as input, generates multi-view sequences

conditioned on the first frame, and then produces 4D con-

tent via Gaussian Splatting. However, as shown in Fig. 1(a),

generated results of these approaches often suffer from in-

consistencies in both the spatial dimension (e.g., textures

misaligned with frontal views) and the temporal dimension

(e.g., floaters disrupting motion continuity), as they model

object motion and novel view synthesis separately.

No Joint Modeling. Re-use Past Features for the
Present. Recent studies have shown that diffusion features

[42, 59], captured during denoising, contain rich correspon-

dences across images. Building on this insight, we pro-

pose FB-4D, a novel 4D generation framework that employs
a spatial-temporal feature bank to address the correspon-

dence learning challenge by leveraging pretrained represen-

tations from diffusion-based multi-view generation mod-

els. To ensure the feature bank functions effectively, sim-

ply storing intermediate features from past frames or using

a sliding window approach yields suboptimal results. In-

stead, we propose a dynamic mechanism for managing the

feature bank’s contents by continuously merging redundant

information from new and stored features. This approach

enables the preservation of the most representative features

while maintaining a consistent bank size over time.

The more you see in 2D, the more you perceive in
3D. Enhancing 3D generation by introducing additional 2D

anchors has proven effective [16]. A straightforward ap-

proach to this is through autoregressive generation, which

produces additional reference images from a generated view

to optimize the neural field. However, for 4D generation,

this method alone is problematic, as inconsistencies intro-

duced at each generation step can accumulate across iter-

ations. With the integration of our proposed feature bank

mechanism, however, we demonstrate for the first time that

generating additional reference sequences through multiple
autoregressive iterations can reliably enhance downstream

performance. And this approach can be further strength-

ened by progressively selecting reference views.

FB-4D requires neither training nor fine-tuning of any

multi-view or video generation model, yet it effectively ad-

dresses the challenge of correspondence matching across

multiple frames and views, as illustrated in Fig. 1(b).

Through extensive qualitative and quantitative experiments,

we show that FB-4D achieves state-of-the-art results on

the well-established dynamic 3D content generation bench-

mark, Consistent4D [23], outperforming all training-free

methods by a substantial margin and matching the perfor-

mance of the training-based SV4D [74]. Furthermore, we

conduct in-depth experiments to explore how, why, and

where the proposed feature bank mechanism is most effec-

tive. In summary, our contributions are as follows:

• We propose FB-4D, a novel framework that leverages

the feature bank mechanism to enable training-free, ef-

ficient correspondence modeling across multiple frames

and views for dynamic 3D content generation tasks.

• We conduct extensive experiments and analyses to pro-

vide in-depth insights into the feature bank mechanism,

detailing how, why, and where it operates effectively.

• Our method achieves state-of-the-art results on the 4D

generation benchmark, significantly outperforming all

training-free methods and matching the performance of

training-based approaches like SV4D [74].

2. Related Works
3D Generation and Video Generation. The domain of

static 3D generation has drawed significant attention due

to the advancements in 3D representation learning meth-

ods [13, 26, 36, 43, 73, 75, 79, 85]. Despite that vari-

ous research endeavors aim to enhance score distillation

loss [9, 14, 31, 34, 49, 52, 56, 58, 67, 70, 82, 92] and

facilitate generation in a feed-forward manner [20, 22,

60, 65, 69, 93], our focus is on approaches that generate

dense multi-view images with sufficient 3D consistency,

subsequently reconstructing 3D content from these images

[25, 28, 37–41, 50, 51, 62, 64, 81]. Our research adheres

to this paradigm, but extends it by generating consistent

multi-view videos (instead of images) and subsequently re-

constructing the 4D object. For video generation, thanks

to the powerful generative modeling ability of diffusion

[5, 8, 12, 27, 33, 44, 48, 76, 87, 89], video diffusion models

have shown exceptional performance with consistent geom-

etry and realistic motions [3, 5, 6, 15, 17–19, 54, 61, 68].

Their robust generalization stemming from training on ex-

tensive image and video datasets prompts us to leverage

them for text-to-video or image-to-video generation, creat-

ing the initial reference sequence.

4D Generation. The generation of 4D content, or dy-

namic 3D content, is enabled by the advancements in 4D

representation learning [5, 63]. Given the challenges of ap-

plying score distillation sampling across multiple frames

to directly distill motion knowledge from video diffusion

models [74], existing text-to-4D [2, 11, 35, 55] and image-

to-4D methods [90] often exhibit suboptimal appearance

quality. Consequently, many approaches have shifted to-

wards video-to-4D generation [23, 45, 46, 82]. These meth-
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ods either models joint latent of view and time [74, 88] or

utilize contemporary multiview diffusion models [39, 40,

50] to compute the SDS loss [23, 46, 72] on generated per-

frame multi-view images [79, 86] as a supervisory signal

[23, 86].

3. Preliminaries and Our Motivation
Overview of STAG4D. As discussed in the introduction,

we abandon jointly modeling the latents of frames and

views, opting instead to use past features for the genera-

tion of the current frame. To understand this approach, we

first delve into STAG4D, a framework designed for high-

fidelity 4D generation by integrating pre-trained diffusion

models with dynamic 3D Gaussian splatting. The frame-

work operates in two stages. Given Single-view video
frames are used as input, stage 1 employs a multi-view dif-

fusion model, such as Zero123++ [50], to generate multi-

view frame sequences from the reference frame sequence.

For convenience, we define the input viewpoint as v = 0
and the output viewpoints as v = 1 : 6. Let the input frame

sequence contain T frames, denoted as F [v=0,t=1:T ]. After

passing through the multi-view diffusion model, the output

frame sequence can be represented as F [v=1:6,t=1:T ]. The

entire multi-view diffusion process can be formulated as:

F [v=1:6,t=1:T ] = Generator
(
F [v=0,t=1:T ]

)
, (1)

where the Generator denotes the multi-view diffusion pro-

cess. Stage 2 utilizes score distillation sampling to re-

fine and optimize the 4D Gaussians [86], given the refer-

ence frame sequence and multi-view generated sequences

as input. For each rendering viewpoint, the closest view-

point from the multi-view generated sequences is deter-

mined based on proximity, denoted as i, where i ranges

from 1 to 6. The multi-view score distillation loss is for-

mulated as:

LMVSDS = λ1L
i
SDS + λ2L

0
SDS, (2)

where λ1 and λ2 are weighting factors.

In Stage 1, STAG4D builds upon Zero123++, which

incorporates the reference image into U-Net self-attention

blocks through a reference branch and a noised latent

branch. Given an input F [v=0,t=i], the self-attention keys,

queries, and values from the reference branch are denoted

as {Qi
ref,Ki

ref,Vi
ref}, while those from the noised latent

branch are denoted as {Qi,Ki,Vi}, producing an output

denoted as Oi (see Fig. 2 (a)). While this design en-

hances spatial consistency, it processes each frame inde-

pendently, leading to temporal inconsistencies. To address

this, STAG4D extends keys and values in self-attention lay-

ers with those of the first input frame F [v=0,t=1], ensuring

greater temporal coherence (see Fig. 2 (b)).

Figure 2. Paradigm comparison of our method with previous
works. (a) Zero123++ uses a dual-branch self-attention mecha-
nism, one branch for the reference image and the other for noised

latent, with the reference image enhancing spatial consistency. (b)

STAG4D adds key-value information from the first frame to

improve frame consistency. (c) Our method introduces a feature

bank that stores a compact representation deduced from the pre-

vious i − 1 frames, with the same size as a single frame but

contains richer feature temporally. This bank is used to generate

F [v=0,t=i]. After obtaining the output Oi from the self-attention

block, we blend it with the stored Ofb
i from the feature bank to en-

hance temporal consistency (detailed in Sec. 4.2).

However, as shown in Fig. 1 (b), temporal inconsistency

issues remain. We believe that considering only the first

input frame F [v=1:6,t=1] as a condition during the gener-

ation of the subsequent i-th frame F [v=1:6,t=i] is insuffi-

cient for achieving better temporal consistency. (Take the

rear view v = 3, 4 for example. Only conditioned on

the first frame cannot ensure a smooth transition through

time.) Instead, the conditions from all previous time,

F [v=1:6,t=1:(i−1)], should be incorporated during the gener-

ation of F [v=1:6,t=i]. Therefore, we extended the design of

the attention blocks to incorporate all the relevant features

from previously generated frames (see Fig. 2(c)).

4. Method
4.1. Overview
The overall pipeline, as shown in Fig. 3, illustrates the

process of video-to-4D generation using FB-4D method.

To address the spatial-temporal inconsistencies, we inte-

grate the multi-view generation model [50] with a feature

bank, implicitly modeling correspondences across views

and timestamps. In Sec. 4.2, we explore this design by

explaining how the feature bank is updated and fetched,

detailing the compact representation and feature blending

in Fig. 2. In Sec. 4.3, we introduce a novel approach that

combines auto-regressive generation with our feature bank

to generate more multi-view image sequences. For itera-

tion index j, one of the output sequences from the previous
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Figure 3. Overall pipeline of video-to-4D generation in FB-4D. Given a single-view video input, we integrate a multi-view generative

diffusion model [50] with a feature bank to enhance spatial and temporal consistency, implicitly modeling the correspondence across

views and timestamps (detailed in Sec. 4.2). We perform multiple iterations of generation, where each generated view is used as input

for the next iteration. For example, in the first iteration, we use F [v=0,t=1:T ] to generate multi-view sequences F [v=1:6,t=1:T ] and in the

second iteration, we select the input view progressively (detailed in Sec. 4.3). The input for this iteration becomes F [v=k1,t=1:T ], where

k1 ∈ [1, 6]. This iterative process enables interaction across feature banks, refining the multi-view sequences over time. The generated

sequences maintain high consistency in both spatial and temporal dimensions. After several iterations, we finally train a deformable 3D

Gaussian to represent the 4D model.

iterations, F [v=1:(6j−6),t=1:T ], serves as the input for the

next iteration. Specifically, F [v=k,t=1:T ] is selected, where

k belongs to the range [1, 6j − 6]. Furthermore, we pro-

pose a new progressive viewpoint selection strategy to en-

hance the generation process. After generating multi-view,

multi-frame images, these are used to train a deformable 3D

Gaussian field, enabling novel view rendering at continuous

spatial positions and timestamps.

4.2. Implicit Correspondence Modeling with Fea-
ture Banks

Hooking Self-Attention Layers with Feature Bank:
Overview. To store features from past frames, we pro-

pose integrating a newly designed feature bank module in

the self-attention layers of multi-view generation models.

For clarity, when processing the i-th input frame F [v=0,t=i],

we denote the current feature bank set as Sfb
i , where S ∈

{K,V,O}. The shape of an element in the set, e.g., Ki, is
hw
s2 ×D, where hw

s2 is the token count and D is the feature

dimension. During the denoising process, the feature bank

utilizes the feature set Si from the noised latent branch, i.e.,

(Ki,Vi,Oi), to update itself (Note that the notation t repre-

sents the index of the frame being generated. To enhance

adaptability and performance, we employ distinct feature

banks for different inference steps in the diffusion process

and omit the notation for it).

The feature bank mechanism is integrated into all self-

attention blocks. And we provide a detailed explanation of

the processes for fetching and updating the feature bank,

during which we implemented compact representation and

feature blending. (see Fig. 2 (c))

Updating the Feature Bank: A Compact Representa-

tion. A straightforward update method operates in a queue-

like fashion, where the maximum number of past frames

is fixed. When the feature bank reaches its capacity, new

frame features are added, and the oldest are removed. While

maintaining a fixed size, this limits current frame’s access

to earlier features. Increasing the window size to include

more frames requires more memory and may introduce re-

dundancy, diminishing its effectiveness (see Table 4).

To address this, we propose a dynamic update strategy

for the feature bank that retains essential features from past

frames while efficiently controlling its size. We employ an

efficient greedy strategy to merge the features in Si and Sfb
i

[4, 7, 32, 77]. Specifically, the feature bank update proce-

dure is outlined as follows: (illustrated in Fig. 4)

1. We merge the current frame’s Si with Sfb
i from the fea-

ture bank in the token dimension to form Smerge
i , and then

randomly split it into two subsets, src and dst, to main-

tain diversity without clustering’s high cost.

2. For each feature srcp in src, we find the most similar

feature dstq in dst using cosine similarity.

3. We then fuse features by averaging those matched to

dstq , resulting in the updated feature set Sfb′
i .

Through this approach, we effectively control the size of the

feature bank while integrating all past features. As a result,

Sfb
i serves as a compact representation of the previous i− 1

frames F [v=0,t=1:(i−1)].

For initialization of the feature bank, we utilize a warm-

up procedure before performing the inference. Specifically,

we use the first five frames to initialize the feature bank.

This strategy enables the feature bank to accumulate a more

diverse and representative set of features.
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mean

Step1: assign merged tokens 
into two sets: src and dst

Step2: token in src find 
most similar token in dst

Step3: connected 
tokens will be averaged

Step4: final updated
result 

Figure 4. Illustration of the compact feature fusion in the up-
dating process. The tokens in the feature bank are continuously

updated through the aforementioned four steps, effectively inte-

grating past features while ensuring that the size of the feature

bank remains constant.

Fetching From the Feature Bank. (I) Fetching Key
and Value. During self-attention computation for frame

F [v=0,t=i], the model retrieves the key Kfb and value Vfb

from the feature set Sfb
i , efficiently conditioning on past

frames. To utilize these features, we extend reference at-

tention [50] (Fig. 2), formulated as follows (see Fig. 5):

SelfAttn(F[v=0,t=i]) = softmax

(
Qi[Ki,Kref,Kfb]

T

√
d

)
[Vi,Vref,Vfb], (3)

Oi = MLPto out(SelfAttn(F[v=0,t=i])), (4)

(II) Fetching Output. In addition to the key and value,

the output Ofb is also used in a similarity fusion manner for

the current generation (see feature blending in Fig. 2 (c)).

For each token α in Oi, we use cosine similarity to find

the most similar token β in Ofb. The final output element

O′
i(α) can then be expressed as,

O′
i(α) = (1− λ) ·Oi(α) + λ ·Ofb(β), (5)

where λ is a hyperparameter used to control the strength of

the fusion. We validate the necessity of fetching key-values

and outputs separately in Tab. 3. Additionally, to prevent

excessive fusion with past frames, a threshold τ is set to

generate a mask, ensuring feature fusion occurs only when

the cosine similarity is high. This preserves important de-

tails and prevents the current frame from becoming overly

similar to past frames, avoiding reduced motion magnitude.

4.3. Progressive Generation in Multiple Iterations
We compared three multi-iteration methods, distinguished

by colors: brown, green and purple.

The More You See in 2D, the More You Perceive in
3D? SAP3D [16] showed that increasing input images from

diverse viewpoints during deformable 3D Gaussian train-

ing enhances generation quality. Naturally, we formulate an

auto-regressive generation process, using generated view-

points as new inputs for Zero123++ [50], and generate more

Figure 5. Illustration of feature bank fetching and updating.
In the multi-view inference process of frame F [v=0,t=i], we first

retrieve the corresponding feature set for computation and then

utilize the keys, values, and outputs (Ki, Vi, Oi) from the self-

attention blocks to update the feature bank.

Method viewpoint F-B Iter 1 Iter 2 Iter 3

(a) random × 881.17 902.28 +21.11 930.06 +48.89

(b) random � 784.36 774.71 -9.65 772.05 -12.31

(c) progressive � 784.36 756.90 -27.46 728.86 -55.50

Table 1. FVD comparison in multi-iteration settings. F-B indi-

cates feature bank usage. The brown line (a) represents random

selection of previous outputs. The green line (b) improves quality

with feature banks. The purple line (c) further enhances stability

and clarity through progressive generation.

anchor sequences. However, this yielded suboptimal re-

sults. More iterations and additional inputs greatly increase

FVD in 4D generation for the baselines (Tab. 1(a)).
We argue that the issue persists in maintaining multi-

view and frame-to-frame consistency. Specifically, as the

number of iterations increases, spatial consistency tends to

degrade. This accumulated error of inconsistencies across

iterations introduces more confusion in the training process

of the 3D deformable Gaussian model.

Utilizing Our Feature Banks in Multiple Iterations.
For each iteration, due to the different input viewpoints,

we utilize distinct feature banks to focus on more diverse

features. For clarity, we define the feature set in the fea-

ture bank of the j-th iteration as Sj
fb, where, for example,

Kfb becomes Kj
fb. To facilitate discussion, we define the

input viewpoints for the second and third iterations as k1
and k2 respectively, where k1 ∈ [1, 6] and k2 ∈ [1, 12] and

k1 �= k2. For convenience, the first iteration input view-

point, previously denoted as 0, is also represented as k0. For

three iterations, the whole process is formulated as (where

Generator denotes the multi-view diffusion process):

F [v=1:6,t=1:T ] = Generator(F [v=k0,t=1:T ]),

F [v=7:12,t=1:T ] = Generator(F [v=k1,t=1:T ]),

F [v=13:18,t=1:T ] = Generator(F [v=k2,t=1:T ]),

(6)

Determinating the weights of feature banks in previous
iteration. To address the accumulated inconsistency, we

leverage the feature bank from previous iterations. By as-
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concat

weight blending

···

K
K
K

update

feature bank from previous iterations

Figure 6. Utilization of feature bank for generation in multiple
iterations. For fetching, keys and values from multiple feature

banks are blended with weighted sum (Eq.7). For updating, newly

predicted features are only updated into current feature banks.

signing corresponding weights to feature banks from dif-

ferent iterations, we perform key-value weight blending, as

illustrated in Fig. 6, formulated as:

Kfb =

J∑
j=1

wj ·Kj
fb, Vfb =

J∑
j=1

wj ·Vj
fb. (7)

where J denotes the current iteration. But how should

these weights be determined? Intuitively, the greater the

difference in viewpoints between the current iteration J

and the previous iteration j, denoted as Δθ(kJ−1, kj−1) =
|azimuth(kJ−1) − azimuth(kj−1)|, the lower the weight

assigned to the previous iteration. Therefore, we de-

fine the weight for past feature banks as follows: wj =
π−Δθ(kJ−1,kj−1)

2π·(J−1) . And the weight assigned to the current

feature bank is then given by wJ = 1−∑J−1
j=1 wj .

In addition, in each iteration, we update only the fea-

ture bank of the current iteration to avoid excessive infor-

mational confusion across views also shown in Fig. 6.

As shown in Tab. 1(b), during multiple iterations, lever-

aging the previous feature bank results in a significant re-

duction in FVD compared to not utilizing it. This demon-

strates, for the first time, that generating additional refer-

ence sequences through multiple auto-regressive iterations

can continuously improve downstream performance.

Upon further investigation, we identified two issues with

the multi-view image sequences generated after several it-

erations: (i) Randomly selecting viewpoints as new inputs

may cause significant differences between the previous in-

put viewpoints and the current ones, leading to a reduced

utilization of knowledge in the feature bank; (ii) The quality

of generated images from rear or side viewpoints is gener-

ally lower. To address these issues, we introduce a progres-

sive generation mechanism.

Progressive Generation in Multiple Iterations. To ad-

dress the aforementioned issues, we designed a progres-

[ , ]

[ , ]

Input Set 

, =

, =

Output Samples 

, <
score( )score(

Candidate Set 

Figure 7. Visualization of our progressive iteration. For the

current iteration i = 3, we compute the difference between the

previous inputs F [v=k0,t=i] and F [v=k1,t=i] with π, as shown in

the left part. Among all the generated viewpoints shown in the

right part, we select the one that is closer to the rear viewpoint (π)

as the candidate set for the next iteration. And finally, we choose

the highest-scoring viewpoint based on Eq. 9 as the final input.

sive generation process. In this process, by the time of

the J-th iteration, the difference between the input azimuth

angle kJ−1 and the rear viewpoint (π degrees) (denoted

as Δθ(kJ−1, π)) is gradually reduced over successive it-

erations, enabling smoother transitions between viewpoints

and improving the consistency of generated images across

different angles. This approach ensures that side and rear

views are generated progressively, leading to higher consis-

tency and better overall image quality.

To explain further, the input viewpoints from the previ-

ous J − 1 iterations form a set I , formulated as:

I =
{
k0, k1, . . . , k(J−2)

}
,

representing all the input viewpoints before the current iter-

ation. Here, k(J−2) is the viewpoint closest to the rear (π
degrees) in this set. We also define the set of all viewpoints

of output image sequences as O, which contains v ranging

from 1 to 6J − 6. Next, we define a set of candidate view-

points, C, which consists of viewpoints from the remaining

image sequences that are closer to the rear viewpoint than

k(J−2). The next input viewpoint for the current iteration is

selected from C. This set can be expressed as:

C = {k ∈ O \ I | Δθ(k, π) < Δθ(kJ−2, π)} (8)

After that, we calculate the similarity of each element in

the candidate set Cj ∈ C to the previous input viewpoints

and select the viewpoint with the highest score for the next

iteration input (as shown in Fig. 7), written as,

score(Cj) =
∑J−2

p=0

∑T
q=1 Wp · CLIP(F [v=kp,t=q], F [v=Cj ,t=q]) (9)

where Wp is the weight determined by the angular differ-

ence between the viewpoints, Wp = (π−Δθ(kp, Cj))/2π,

with larger differences resulting in smaller weights.
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Figure 8. Comparison of 4D generation quality on (a) Consistent4D dataset and (b) STAG4D dataset across different methods.

Figure 9. 4D Generation Quality Comparison (Back View). Both (a) SV4D and (b) STAG4D show rear view inconsistencies.

The progressive generation approach maximizes feature

bank usage for consistent multi-view image sequences and

produces more high-quality sequences from different view-

points. With this technique introduced, we are able to in-

crease both the quantity and diversity of the generated im-

ages while explicitly ensuring their quality. As shown in the

Tab. 1(c), our progressively generated method has achieved

favorable results against (a) and (b).

5. Experiments

5.1. Setup
Dataset and Metrics. We conduct experiments using

the Consistent4D dataset [81], which includes multi-view

videos of seven dynamic objects. We evaluate using three

metrics: CLIP, LPIPS, and FVD [81]. CLIP and LPIPS as-

sess image-level semantic and perceptual similarity, while

FVD evaluates both frame quality and temporal coherence,

making it ideal for video generation tasks. Additionally, we

perform qualitative evaluation on the in-the-wild STAG4D

dataset [86], generating 4D content for 28 more videos.

Implementation Details. Our feature bank is imple-

mented using Zero123++ v1.2 [50], and we perform K = 3
iterations of generation. Our method does not require addi-

tional training; instead, we perform 75 inference steps per

image. In the experiment, we set τ = 0.98 and λ = 0.8
to ensure that fusion occurs only when local output features

exhibit high similarity with feature bank features. This ap-

proach maintains consistency with previous frames while

preserving information from the current frame.

Method T-F FVD (↓) CLIP (↑) LPIPS (↓)

SV4D [74] × 732.40 0.920 0.118

4Diffusion [88]+ × 1551.63 0.873 0.228

L4GM [47]+ × 898.06 0.916 0.150

DS4D-GA [78]+ × 799.94 0.921 0.131

DS4D-DA [78]+ × 784.02 0.923 0.131

Consistent4D [23] � 1133.93 0.870 0.160

4DGen [83] � - 0.894 0.130

STAG4D [86] � 992.21 0.909 0.126

SC4D [71]+ � 852.98 0.912 0.137

MVTokenFlow [21] � 846.32 0.948 0.122
FB-4D (Ours) � 724.26 0.913 0.125

Table 2. Comparison with state-of-the-art methods. FB-4D

achieves comparable performance to the training-based SV4D. T-

F denotes training-free in Stage 1 (+ from [78]).

5.2. Experimental Results
In this section, we conduct extensive and comprehensive

comparisons with previously mentioned models, including

training-based SV4D [74], and training-free STAG4D [86],

Consistent4D [23] and 4DGen [83]. Our results demon-

strate the effectiveness of our design in improving spa-

tiotemporal consistency and 4D generation quality.

Quantitative and Qualitative Results on Video-to-4D.
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Figure 10. More 4D results across timesteps and viewpoints.

FB FB FVD (↓) CLIP (↑) LPIPS (↓)
(K & V) (Hidden States)

× × 881.17 0.909 0.129

� × 832.16 0.911 0.127

× � 844.39 0.909 0.128

� � 784.36 0.909 0.125

Table 3. Validation of the effectiveness of the feature bank. FB

means Feature Bank (only 1 iteration).

Updating Method FVD (↓) CLIP (↑) LPIPS (↓)

queue (1) 818.24 0.910 0.128

queue (2) 844.48 0.908 0.125
dynamic (Ours) 784.36 0.909 0.125

Table 4. Comparison of different feature bank updating imple-
mentations (only 1 iteration).

Table 2 presents a comprehensive comparison between our

method and several baselines across various evaluation met-

rics. Our approach outperforms all previous methods in

video quality and smoothness, demonstrating superior real-

ism and temporal consistency. Additionally, we achieve sig-

nificantly better CLIP and LPIPS scores than Consistent4D,

4DGen, and STAG4D, indicating stronger semantic align-

ment with ground truth and enhanced realism. While SV4D

surpasses our method on image-level metrics, our training-

free design achieves comparable generation quality without

requiring a 4D dataset.

For qualitative evaluation, Figure 8 (a) visually compares

our results with other methods on the Consistent4D dataset

[23], while Figure 8 (b) presents renderings from a dataset

provided by STAG4D[86], with video sources from online

resources. Additional results from online sources are shown

in Fig. 10. These comparisons further highlight the effec-

tiveness of our approach in generating high-quality and tem-

porally coherent 4D content.

5.3. Ablation Study
Feature Bank. To validate our feature bank, we ablated

key-value and hidden state utilization with one iteration for

P-F P-I FVD (↓) CLIP (↑) LPIPS (↓)

× × 902.28 0.909 0.128

� × 774.71 0.910 0.124
× � 805.74 0.914 0.125

� � 758.41 0.914 0.124

Table 5. Validation of integrating past feature banks (P-F) into
progressive iterations (P-I, 2 iters).

control. Results in Table 3 show that feature bank improves

spatiotemporal consistency and generation quality, with de-

tailed visualizations in the Supplementary Materials.

We also tested different update strategies. Table 4 shows

that queue-based updates limit past information and cause

temporal inconsistency, while longer queues introduce re-

dundancy. Our method instead consolidates past informa-

tion to enhance spatiotemporal consistency (see supplemen-

tary materials).

Progressive Generation Table 5 shows that integrating past

features and selecting nearby views improves smoothness

and realism. Table 6 further indicates that three iterations

give the best results, with visual examples in the supple-

mentary materials.

Iterations FVD (↓) CLIP (↑) LPIPS (↓)

1 784.36 0.909 0.125

2 758.41 0.914 0.124
3 724.26 0.913 0.125

Table 6. Comparison across different numbers of iterations.

Sparse clip score for speeding up To balance quality and

speed, CLIP similarity can be computed only on a sparse set

of representative frames rather than all frames in Eq.9. This

reduces runtime while maintaining guidance effectiveness.

Table 7 summarizes the runtime–quality tradeoff.

clip guidance FVD (↓) CLIP (↑) LPIPS (↓) Time (min)
no clip guidance 785.33 0.910 0.126 103
sparse (5 frames) 733.26 0.912 0.124 114

all frames 724.26 0.913 0.125 152

Table 7. Ablation of CLIP evaluation strategies (3 iterations).

6. Limitations and Discussion

We introduce FB-4D, a framework for dynamic 3D con-

tent generation from monocular videos. By utilizing feature

banks, FB-4D improves spatial and temporal consistency

and mitigates drifting issues in progressive iterations, show-

ing strong potential for real-world applications. As to the

limitations, generation remains frame-by-frame with pro-

gressive iterations despite sparse CLIP guidance, leaving

room for efficiency improvements in long sequences. Pos-

sible directions include (i) parallelizing generation while

preserving spatiotemporal consistency, and (ii) using model

distillation or lightweight diffusion architectures. Detailed

computational cost is provided in supplementary materials.
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