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Figure 1. By incorporating variational score distillation, consistency distillation and latent reward fine-tuning, our DOLLAR method with 4-inference
steps increases sample diversity and fidelity over DMD [75], generates higher quality videos than LCM [36, 62], and achieves X 15.6 acceleration
compared with teacher. You can [click] rightmost column samples to play videos (20 extracted frames) in Adobe Acrobat. More in Appendix 11.

Abstract

Diffusion probabilistic models have shown significant progress
in video generation; however, their computational efficiency is
limited by the large number of sampling steps required. Reduc-
ing sampling steps often compromises video quality or genera-
tion diversity. In this work, we introduce a distillation method
that combines variational score distillation and consistency dis-
tillation to achieve few-step video generation, maintaining both
high quality and diversity. We also propose a latent reward
model fine-tuning approach to further enhance video gener-
ation performance according to any specified reward metric.
This approach reduces memory usage and does not require the
reward to be differentiable. Our method demonstrates state-
of-the-art performance in few-step generation for 10-second
videos (128 frames at 12 FPS). The distilled student model

*Work done during internship at Adobe Research.

achieves a score of 82.57 on VBench, surpassing the teacher
model as well as baseline models Gen-3 [10], T2V-Turbo [29],
and Kling [27]. One-step distillation accelerates the teacher
model’s diffusion sampling by up to 278.6 times, enabling near
real-time generation. Human evaluations further validate the
superior performance of our 4-step student models compared
to teacher model using 50-step DDIM sampling. Project page:
https://quantumiracle.github.io/dollar/

1. Introduction

Diffusion probabilistic models [17, 53, 55, 56] have recently
revolutionized generative modeling in continuous domains.
With remarkable expressive power and flexibility across diverse
data formats and modalities, diffusion models have significant
breakthroughs in tasks such as text-to-image and text-to-video
(T2V) generation. However, despite substantial improvements
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in generation quality, the efficiency of diffusion models remains
a limiting factor in practical applications due to the inherently
large number of iterative sampling steps. This efficiency
challenge is exacerbated in video generative modeling, where
the higher-dimensional space demands larger model sizes, more
extensive training data, larger input and output tensors, and
more sampling iterations. Furthermore, practical applications
often require generation qualities that may differ from the
training distribution—such as higher aesthetic standards or
diverse stylistic choices—necessitating efficient post-training
adjustments or fine-tuning to meet specific requirements while
managing the substantial cost of pre-training.

To address the efficiency challenges in diffusion models,
model distillation [35, 40, 47] has been widely researched across
various models and domains. Score distillation, specifically,
aims to improve efficiency in 3D [43, 60, 66] and image synthe-
sis [37, 48, 71, 75] by aligning the distribution between teacher
and student diffusion models. However, despite achieving high
sample fidelity, it often encounters model collapse issues [34,
75]. Another approach, consistency distillation (CD) [57], seeks
to ensure consistent sample predictions along the diffusion tra-
jectory. While CD promotes greater sample diversity, it has
limitations: it tends to lower sample fidelity and can produce
overly smooth outputs in large-scale T2V applications.

A further challenge with distillation methods is that the
student’s performance is typically upper-bounded by the
teacher model. Previous efforts to address this limitation have
involved integrating variational score distillation (VSD) [66, 74]
or consistency distillation [23] with GAN [13] loss, which
modestly enhances sample fidelity within the training distri-
bution, limited by the sparsity of discriminative signals of
adversarial training. Consequently, the generated samples may
still fall short in capturing nuanced visual quality details and
text-to-image alignment, both of which require denser feedback
signals. Recently developed image or video reward models
offer promising potential to address this gap, providing richer
signals for fine-grained improvements in generation quality.

In this work, we address the limitations of consistency
distillation (CD) by incorporating a larger number of teacher
denoising steps and combining CD with variational score
distillation (VSD) to produce high-quality, diverse samples
with a few-step model after distillation. However, this alone
does not suffice to outperform the teacher model or reliably
meet specific preferences for downstream applications, as
generated samples may still face challenges in visual quality
and text-to-video alignment. While model post-training with
a high-quality dataset is a potential solution, it is often costly to
implement. To overcome these limitations, we further introduce
an efficient reward model fine-tuning method that enhances
the student model beyond the teacher’s capabilities and aligns
it with any pre-defined requirements through tailored reward
metrics. The improved performance is shown in Fig. 1.

We propose learning a dual reward model within the latent

space, guided by the pixel-space reward model, and utilize the
gradients from this latent reward model (LRM) to fine-tune the
diffusion model directly. This approach combines the strengths
of reward-gradient methods in pixel space and stochastic policy
gradient methods, offering several advantages: (1) it harnesses
the rich gradient information from the latent reward model,
enabling efficient and effective tuning; (2) it does not require
the original reward model to be differentiable, broadening
applicability to a variety of reward models; (3) it significantly
reduces computational and memory costs during fine-tuning
by eliminating the need for backpropagation through large
pixel-space reward models and the decoder. The LRM approach
is versatile, accommodating various reward types—including
image, video, text-image, and text-video rewards—thereby
enhancing practical usability.

In summary, our contributions are threefold: (1) We
introduce a diffusion model distillation method that combines
VSD and CD losses to enable efficient, few-step T2V models;
(2) We enhance CD with a generalized approach incorporating
multiple teacher denoising steps to improve its effectiveness;
(3) We propose to use a compact latent-space reward model for
reward-based fine-tuning, which posts no requirement on the
differentiability of original reward metrics and is more memory-
and computation-efficient. All evaluations are conducted on
large-scale T2V settings. Putting together these innovations, we
present DOLLAR method with Distillation and Latent Reward
Optimization, to significantly advance the quality and efficiency
of video generation and pave the way for real-time applications.

2. Related Work

Video Generation. Recent advancements have extended
diffusion models from image synthesis to video generation,
addressing the complexities of spatiotemporal data. Pioneering
works [18] adapted diffusion processes to handle temporal
dynamics, enabling high-fidelity video generation. To
enhance computational efficiency, latent diffusion models
(LDM) [46] perform diffusion modeling in compressed
latent spaces, a strategy further refined for video by [4—
6, 10, 14, 18, 19, 22, 52, 58, 61, 70, 73], which generate videos
conditioned on textual descriptions, as known as the text-to-
video (T2V) models. Additional recent methods [2, 21, 63, 77]
have further enhanced video quality. The diffusion transformer
(DiT) [38] introduced a scalable diffusion approach by inte-
grating the transformer architecture, supporting training across
videos with diverse resolutions and durations [42]. Despite these
advancements, challenges like computational cost, temporal
consistency, and suitable evaluation metrics persist, guiding
future research in diffusion model-based video generation.

Efficiency of Diffusion Models. Diffusion models have
achieved state-of-the-art performance in generative tasks,
though they are computationally demanding, often requiring
hundreds of sampling steps [17, 54, 55]. To improve efficiency,
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Figure 2. Method Overview: The few-step generator Gy is trained to generate high-quality samples from random noise in latent space, guided by a
combination of variational score distillation (VSD), consistency distillation (CD), and latent reward model (LRM) fine-tuning objectives. VSD loss
enhances sample quality, albeit with a risk of mode collapse, while CD loss increases sample diversity without compromising generation quality.
The LRM enables reward-based optimization to further improve sample quality, by bypassing the large, pixel-space reward model and the decoder,
thereby reducing memory usage and removing the need for differentiable reward models.

distillation methods [35, 47] have been developed to accelerate
sampling. With a distribution matching objective between
teacher and student models, score distillation was first intro-
duced for 3D generation with diffusion models [43], followed
by variational score distillation (VSD) applied to both 3D [66]
and image generation [37, 48, 71, 75]. Adversarial training
combined with diffusion models has also been proposed to
improve few-step image generation [49, 50, 69, 74]. Another
line of methods imposes alternative constraints on diffusion
trajectories. Consistency models [57] distill diffusion models
using consistency distillation (CD) loss, advancing image [36]
and video generation like VideoLCM [62], AnimateLCM [59]
and FastVideo [76]. Rectified flow methods [31-33] encourage
a straight denoising trajectory during training to enable high-
quality, few-step sampling. However, existing methods have
limitations: VSD-based approaches like distribution matching
distillation (DMD) [75] can generate high fidelity samples, but
often suffer from model collapse, producing less diverse sam-
ples post-distillation. Consistency models tend to yield lower
fidelity and samples that are qualitatively poorer than those of
the teacher model, though the sample diversity is preserved. Our
distillation method, which combines VSD and CD, addresses
these issues by generating high-quality and diverse samples.

Reward-based Fine-tuning. To further enhance image
and video generation quality in aspects like visual quality
and text-image alignment, researchers have introduced
various reward-based fine-tuning techniques for diffusion
models [3, 7, 8, 8, 9, 28, 29, 44, 72]. Direct reward gradient
methods, such as diffusion posterior sampling [7], ReFL [72],
and DRaFT-K [8], require a differentiable reward model in
pixel space. Approaches like VADER [44] and T2V-Turbo [30]
extend these methods to video models.

In contrast, denoising diffusion policy optimization
(DDPO) [3] conceptualizes the denoising process as a
decision-making problem, employing stochastic policy gradient
algorithms such as REINFORCE and PPO for optimization
without the need for a differentiable reward function. However,
DDPO has been observed to be less sample-efficient compared
to reward-gradient methods due to the lack of direct gradient
information [8]. To utilize the rich reward gradient information
without the computational overhead of backpropagating through
large reward models and decoders, we propose using a latent
reward model as a surrogate for pixel-space reward models in
video synthesis. This approach enables efficient gradient-based
fine-tuning of diffusion models within the latent space.

3. Methodology
The overview of our method is shown in Fig. 2.

3.1. Diffusion Model

Suppose the data distribution is g ~ ¢(xo), the diffusion
model approximates this distribution by gradually denois-
ing along a Markov chain. Forward diffusion follows
xp:=F(20,t) =axo+bie,e ~N(0,I). For DDPM,

ar=vay b =v1—ay )]

with a; = IT!_, «; following a pre-specified noise schedule
ay,t € [T]. For the general variance-preserving schedule [56],
it satisfies a? +b? = 1, therefore it can be equivalently written
as x; = cos(t)xo +sin(t)e,t € [0,7] with a simple mapping of
time sequences. Standard diffusion model optimization with
velocity prediction vy follows the loss:

Ly (0)=Epyq(ao) e~n 0,0 [Wellvo(zet) —vel 3] ()
vy =—sin(t)zo+cos(t)e 3)
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For rectified flow (RF) [32] or flow matching [31],
ag =1 —t b =t t € [0,1], with a constant velocity
target v, = —xo,Vt € [0,1].

After training, the reverse diffusion process follows
x4—1 = Denoise(z,t,0) iterative denoising. The training and
inference details of our models refer to Appendix 7.2.

3.2. Consistency Distillation

Consistency model [57] enforces the consistency loss as the
distillation method from a pre-trained teacher model vy, with a
discrete sub-sampled time schedule ¢] =€ <to <-- <ty =7T":

‘C‘CD (0) :]Easorvq(a:g),tn [A(tn)d(fg (mtn,er 7tn+m)7f9* (i.tn atn)}
)

&y, =Denoise™ (1, ., tntmotn,0) )

where A(t,,) is a time dependent coefficient usually set as
constant in practice, d(-, -) is a distance metric like MSE
or Huber loss, and 6~ is exponential moving average of 6.
Instead of traditional one-step denoising with the teacher
model, we apply a generalized CD with Denoise™ (+) indicating
the m-step denoising function as defined by Eq. (14), which
iteratively predicts the sequence (¢, _,,-.-,sT¢, [T¢, ., )- This
is practically found to improve generation quality. The student
consistency function fy can be reparameterized from the neural
network prediction, similar as in LCM [36]:

Jo(e, tn) = CipTt,, +Couo(Te,, tn)

To enhance the distillation for conditional generation with
conditional variable ¢ € C (e.g., text prompts), we applied
the classifier-free guidance (CFG) [16] augmentation for the
teacher denoising function, similar as VideoLCM [62], but for
vy-prediction in our case:

Ug) (xtn itn 70) =Vo (mtn itn ,C) +w (UG (mtn stn 7C) — Vo (xtn itn 7@))

©

This is applied in replacement of vg in Eq. (15) for conditional
generation.

3.3. Variational Score Distillation

Variational score distillation (VSD) [66] is proposed with the
objective of distribution matching between the teacher and
student models, by approximating the scores with properly
trained diffusion models. Specifically, the loss of minimizing
the Kullback-Leibler (KL) divergence between real (teacher)
sample distribution py., and fake (student) sample distribution
Prake has the form:

x
Lysp = Dx1(Drake [Preal) = Ezmoprae [10gpfake( ) @)
preal(x)
pfake(m)
=E.. o lo 8
e N (0,1),2=Go () | gpreal(m)] ®)

and the derivative is,

VoDxL =Ecnr0,1),0=Gp (e) [~ (Steat () — Stake (7)) VoG (€)]  (9)

with score functions spy(z) = V, log prea(z) and
Stake () = V 1og prake(x) for two distributions.  Gy(+) is
the generation process by the student network through
iteratively denoising the noisy training samples. The real score
Sreal 18 estimated with the pretrained teacher model.
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Figure 3. Comparison of different reward fine-tuning methods: (1)
Direct reward gradient methods are limited to small reward or video
models or short input sequences, and they also require a differentiable
reward model; (2) The latent reward model is compact and bypasses
the decoder for gradient-based optimization, making it suitable when
large reward models and decoders exceed available VRAM; (3) DDPO
is similarly constrained by VRAM limits when handling large video
models and tracking log-probabilities of samples over multiple steps.
For accurately estimating the fake score sgy., the fake

diffusion model wg,,, is initialized from the teacher and
dynamically adapts according to the student sample distribution.
For the score estimation purpose, the fake score model is
updated with the diffusion loss Lcv (6fake) following Eq. (13),
on student generated samples.

State-of-the-art distillation method distribution matching dis-
tillation (DMD) [74, 75] mainly applies the VSD loss for student
distillation. We abandon the adversarial loss in [74] since the
GAN training is usually unstable and the improvement can be
marginal. We replace the adversarial training with the consis-
tency distillation loss and reward model fine-tuning, which gen-
erates richer gradient signals as evidenced in our experiments.

3.4. Latent Reward Fine-tuning

Reward fine-tuning is an effective approach to align the
sample distribution with the specified preference metric in the
post-training phase, as evidenced Fig. 6.

Previous reward-based optimization methods either (1)
requires direct gradients from the pixel-space reward mod-
els [8, 72], or (2) relies on the log-probability estimation of
the samples for multiple diffusion steps like DDPO [3], as
compared in Fig. 3. One major drawback of (1) is that it only
works for differentiable reward function, while not feasible for
non-differentiable ones like JPEG compressibility [3], etc. Apart
from that, the reward models usually work for raw RGB pixel
space, which requires the reward gradient to backpropagate
through not only the large reward models, but also the decoder,
as the practical framework usually follows LDM [46] for
latent space modeling. Method (2) is found to be less efficient
in reward optimization due to lack of rich reward gradient
information [8], and occupies more memory due to gradient
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estimation over multiple diffusion steps. A concurrent work [28]
explores the reward in latent space, but is limited to image
generation. Video models have a pressing need for compact
reward models, as a largely unexplored area, where leveraging
image-based rewards for video generation remains non-trivial.

We propose to learn a dual latent reward model (LRM)
for directly optimizing the video diffusion model in the latent
space, which supports any type of reward metrics as detailed
in Appendix 8.3. Here we take image rewards as an example.
Consider a provided image reward model R : Z — R with
RGB image ¢ € 7 as its input, we approximate the LRM
Rf;s :XJX' — R with loss:

Lirm(9) =Eqpevya [(R(Dec(z) R (2))*]  (10)

where X’ ={Gy(e)} is the set of generated samples from the
generator, and Dec(-) is the decoder. We use both real images
and generated images to improve the robustness of learned LRM
on generated samples. To alleviate the computational burden in
training the LRM, we apply Eq. (15) for single-step prediction
of generated samples, rather than iteratively denoising along the
entire trajectory. This approach significantly reduces memory
usage by avoiding gradient backpropagation through the iterative
sampling process. Although our distilled student models operate
with a maximum of 4 sampling steps, memory usage can still be
intensive if samples are generated with a full denoising process.
Tab. | compares the parameter counts and memory costs for
pixel-space reward models and LRMs on video samples with
a batch size of 1. HPSv2 and PickScore are two pixel-space re-
ward models used in our experiments (as described in Sec. 5.3).

Table 1. Comparison of parameters and GPU memory (VRAM) costs
and for pixel-space HPSv2, PickScore reward models and LRMs.

Model ‘ # Parameters ‘ Forward VRAM ‘ Backward VRAM
Image LRM 189,441 8.998 MB 17.772 MB
Text-image LRM 763,009 15.500 MB 26.277 MB
HPSv2/PickScore | 632 million 5.926 GB >90 GB

With the compact and differentiable LRM on the latent
space, we apply direct reward gradient optimization to fine-tune
the diffusion model:

Ler(0:0) = —Econon Ry (Go())] an

In practice, we can either pre-train the LRM first and then
fine-tune the diffusion model with a fixed LRM, or train
the LRM and fine-tune the diffusion model iteratively. For
simplicity, we adopt the second approach. If the original reward
model is conditioned on additional text input, R(i,c), the LRM
also operates conditionally as R!(z,c),c €C. The LRM method
can accommodate any type of reward models, including image,
video, text-image, and text-video rewards. For image-only
LRMs, we use a convolutional neural network, while for
text-image LRMs, we apply a cross-attention module after the

convolutional feature extractor to integrate text embeddings with
image features. For video-based LRMs, the 2D convolution
is replaced with a 3D convolutional neural network. Additional
details are provided in Appendix 8.3.

4. Multi-Objective Distillation

Distillation using VSD (as in DMD method) alone can result
in severe mode collapse, while CD (as in LCM method) tends
to produce lower-quality samples by averaging across sample
distributions, with evidence shown in Fig. | and Fig. 4. By
integrating consistency distillation, variational score distillation,
and latent reward fine-tuning objectives, our method enables
few-step generation of high-quality, diverse samples after
distillation, optimized by the following loss function:

L(0)=Lvsp(0)+ e Lep(0)+BrrLler(0;0)  (12)

During distillation, the fake score network is updated with
Lcv(bfake), and the LRM Ré) is updated using Lirm(¢).
Pseudo-code of our method see Appendix 7.1.

5. Experiments

5.1. Implementation

Student and teacher models. The video diffusion model
in our experiments is based on the diffusion transformer (DiT)
architecture [38]. Although our methodology is architecture-
agnostic and could be applied to models like U-Net [46], we
select the transformer due to its scalability. The teacher and
student T2V diffusion models are same as a modified variant
of Open-Sora [79] and follow the LDM framework [5, 46],
utilizing DiT modeling in the latent space encoded with a
pretrained 3D variational autoencoder (VAE) [24, 79]. The 3D
VAE encodes and decodes videos chunk-by-chunk to alleviate
the computational burden, encoding chunks of 16 video
frames into 5 latent embeddings. These embeddings are then
patchified into sequences as inputs to the DiT. Leveraging the
DiT architecture, the model can accommodate arbitrary video
durations and resolutions; however, our experiments constrain
the video generation setting to 128 frames at a resolution of
192 x 320, resulting in a patchified sequence of length 9600.

Model training and inference. The teacher model employs
DDPM with 1000 sampling steps but uses DDIM for inference
with 50 steps, while the student model is distilled to a 4-step
sampling similar as previous work [30], with CFG weights 7.5
for CD. The distillation experiment for each student is on 8
A100 GPUs. More implementation details see Appendix 7.3.

Reward Metrics. We utilize Human Preference Score v2
(HPSv2) [67] and PickScore [25] as the text-image reward
models. Both are fine-tuned CLIP-type models trained on
extensive text-to-image datasets with human preferences.
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While our methods are compatible with directly optimizing
the model using VBench reward metrics, we intentionally
avoid doing so, as VBench scores serve as one of the final
evaluation criteria. However, in Appendix 9.3, we present
additional experiments where we optimize using VBench
metrics, such as dynamics degree, and other image rewards,
like JPEG compressibility. These experiments reveal that while
reward scores can be significantly improved, it could result in
overoptimization for specific metrics, leading to a degradation
in overall generation quality. Consequently, we adopt the more
general preference-based reward models, HPSv2 and PickScore,
by default for reward fine-tuning. Nonetheless, our method
remains compatible with other reward models.

Evaluation. To faithfully reflect model performance, we
apply both automatic evaluation benchmark VBench [20] and
human evaluation for our results. VBench assesses 16 dimen-
sions encompassing both video visual quality and semantic
alignment aspects for T2V models, with higher scores indicating
better performance in each metric. Following the standard
VBench evaluation protocol, we use a set of 946 long prompts,
generating five videos per prompt. Final scores for each dimen-
sion are averaged across all generated videos for that metric.

Additionally, we examine the impact of prompt length,
comparing the performance of long descriptive prompts with
short prompts in VBench evaluation (details in Appendix 9.4.1).
To further assess text-video alignment capabilities, we sample
the distilled student models with various styles and motions,
with the results provided in Appendix 11.6.

5.2. Comparison with SOTA Methods and Models

Comparison with SOTA Distillation Methods. In Fig. 4,
we compare the samples of our distilled models with SOTA
distillation methods including (1). VSD based method for
DMD [74, 75]; (2). CD based method typically for LCM [36]
and VideoLCM [62], while also applied by T2V-Turbo [30]
and FastVideo [76]. These distillation methods apply 4-step
inference. Samples by our teacher model with 50 DDIM steps
are also displayed. LCM generates blurry samples with lower
quality than others, due to the high volatility in training and
sensitivity to hyperparameters, although it is possible to achieve
better performance with comprehensive hyperparameter search.
DMD has lower fidelity and sample diversity compared with
ours, with visual evidence in Fig. 27. The LRM on distilled
few-step models further enhances quality and alignment,
surpassing the teacher model’s performance limits. Due to the
gradient backpropagation nature of reward gradients, applying
them to teacher models with large sampling steps is challenging,
whereas they are well-suited for distilled students. More visual
results are provided in Appendix 11.

Comparison with SOTA Models on VBench. The VBench
evaluation results are summarized in Tab. 2, with the highest

Teacher
(50 steps)

(4 steps)

DOLLAR

DMD
(4 steps)

Gen-3 LCM
(4 steps)

Kling

Pika

Figure 4. Video samples synthesized with our method and SOTA
distillation methods and top video models (no distillation) on VBench.

Table 2. Comparison of VBench scores for different models.

Model Pika Gen-2 Gen-3 Kling T2V-Turbo | Teacher Our Our
(PickScore) (HPSv2)

SubjectC. 9676 9761 97.10 9833 9628 8399 9377 9257
Background C. 9895 9761 9662 97.60  97.02 9378 9680  96.14
Temporal . 9977 9956 9861 9930 9748 9642 9630 9748
Motion S. 9951 99.58 9923 9940  97.34 9809 9776 9859
DynamicD. 3722 1889 60.14 6121  49.17 9944 7583 8167
Aesthetic Q. 6315 6696 6334 4694 6304 6121 6380  63.14
Imaging Q. 6233 6742 6682 6562 7249 6387 6940 6561
Object C. 8745 9092 8781 8724 9396 8579 9163  93.84
Multiple O. 4669 5547 5364 6805  54.65 5259 6971 7221
HumanA. 8800 8920 9640 9340 9520 99.60  99.00  99.00

Color 8531 8949 8090 89.90 89.90 7700 7795 74.78
Spatial R. 65.65 6691 6509 73.03 38.67 5140  68.56 68.35
Scene 4480 4891 5457 50.86 55.58 4999  55.06 52.72
T. Style 2444 2412 2471 2417 2551 2645 24.64 2523

A. Style 21.89 2431 2486 19.62 2442 24.83 2445 23.50
Overall C. 2547 2617 2669 2642 28.16 2789 2693 26.85

Quality 82.68 8247 84.11 8339 8257 81.89 8349 83.83
Semantic 7126 73.03  75.17 75.68 7257 7371 7790 71.51
Total 8040 80.58 8232 81.85 81.01 80.25 8237 82.57

in bold and 2nd and 3rd underlined. Our distilled methods
with VSD+CD+LRM achieve superior performance over
the baselines including Pika [39], Gen-2 [10], Gen-3 [10],
Kling [27] and T2V-Turbo [29] with full inference steps, as
well as our teacher model. The visualization is displayed in
Fig. 4. The highest semantic scores of our models indicate a
significant improvement over baselines for text-video alignment.
The quality score, which reflects the visual quality, is heavily
affected by the frame consistency metrics like subject consis-
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Figure 5. Human preference results for our DOLLAR method (with HPSv2) against baselines. The percentage indicates the preference rate.
int Wol

tency, background consistency, temporal flickering and motion
smoothness, which are usually high if there is a lack of motions
in the videos. Our models have significantly higher dynamics
degree for motions as shown in the table as well as visualization
in Appendix 11. The total score is a weighted sum of all metrics
showing the general preference of the videos, and our method
achieves 82.37 and 82.57 surpassing all models in the table, as
well as outperforming the teacher model. The students achieve
higher scores in 9-10 metrics (out of 16) than the teacher. It
indicates that the performance of our method is not upper
bounded by the teacher model, which is beyond the VSD loss
for student and teacher distribution matching. The additional
CD loss enforces the self-consistency of model prediction on
noisy real images. It provides the source of signals to improve
the student model over teacher model on quality and semantic
performances, which are further boosted by LRM fine-tuning.

Human Evaluation. We further conduct human evaluation to
visually compare the generated videos for different models, over
four independent metrics: visual quality, text-video alignment,
motion, and general preference. The main evaluation results are
shown in Fig. 5, with more details in Appendix 9.2. From the
evaluated results, our method with HPSv2 reward is preferred
more than the DDPO method (by 57.3%) and teacher model
(by 51.1%), and performs similarly with the Gen-3 model (by
45.6%) in terms of general preference. The visual quality of
our distilled students is significantly higher than both teacher
(by 58.4%) and Gen-3 (by 55.9%). Moreover, we find that,
PickScore increases visual quality, but likely leads to worse mo-
tion performance. HPSv2 reward tuning not only increases the
visual quality, but has better motion and text-video alignment.

5.3. Comparison with Pixel-Space Reward

We compare our LRM with pixel-space reward fine-tuning
method DDPO [3], which applies the REINFORCE algorithm to
optimize the diffusion model by treating the diffusion process as
a MDP. More details refer to Appendix 8.6. Direct reward gradi-
ent methods like ReFL [72] and DRaFT [8] exceed single-GPU
memory capacity in our case, thus are not included as baselines.

Tab. 5 compares VBench scores and final reward values for
LRM and DDPO. The last row “Reward” indicates the corre-
sponding reward value after fine-tuning, for example, PickScore
value is reported if the model is fine-tuned with PickScore
reward model, and similar for HPSv2. The mean and standard
deviation values are reported with 500 videos generated under
VBench prompts. As visualized in Fig. 6, the reward fine-tuning

Handheld camera moving fast, flashlight.light, in a white old w:

graffiti that spells ‘Cool Baby" “
v \l < .

Figure 6. Compare the generated samples with (first line) and without
(second line) reward fine-tuning for two samples. First sample: 4
frames are extracted from one sampled video per method along the
time sequence. Second sample: one frame is extracted from one video,
with 4 videos sampled by the same prompt.

helps to improve the text-image alignment for the first prompt by
more explicitly exhibiting the “emerging” effect, and improves
the accuracy of text display in frames for the second prompt.
The lighting style is also improved through fine-tuning. Full
results for VBench scores refer to Appendix 9.5. More details
of DDPO and LRM methods including the learning curves
for reward optimization are provided in Appendix 8. Human
evaluation results of the LRM and DDPO refer to Appendix 9.2.

5.4. Ablation of Distillation Methods

Tab. 3 shows the ablation of our distillation method by
comparing it with VSD and VSD+CD. The breakdown results
for each VBench metric refer to Appendix 9.5. VSD has
comparable performances with teacher, with additional CD loss
it increases the sample diversity. Our VSD+CD+LRM method
achieves high sample quality and diversity overall. We provide
visualization of samples in Appendix 11.

Table 3. Comparison of teacher and students with different distillation
methods, with 4-step sampling for student models.

Model ‘ Teacher ‘ Student

Method | DDIM 50 steps | VSD VSD+CD  VSD+CD+LRM
Quality Score 81.89 80.95 82.16 83.83
Semantic Score 73.71 76.61 74.58 77.51

Total Score 80.25 80.08 80.65 82.57
Vendi (Pixel)T 1.46+0.14 1.49+0.14 1.59+0.17 1.60+0.14
Vendi (Inception)t 2.344+0.16 1.91+0.14 2.1440.15 1.98+0.14

Diversity Measure. The diversity of model generation is
not captured by the VBench. We conduct both qualitative and
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quantitative comparison of generation diversity for different
distillation methods. We quantitatively measure the diversity
of sampled videos with Vendi score [12], which is based on
the similarity matrix for the sample set. The mean and standard
deviations across prompted video samples are reported in Tab. 3.
Details about the video diversity measure using Vendi score and
visual samples are provided in Appendix 9.1. We find that the
Inception-based Vendi score aligns better with visual inspection
than pixel-based alternatives. While VSD produces high-quality
samples, it tends to lead to mode collapse. Our method
addresses this diversity limitation by incorporating CD loss, and
further enhances generation quality through LRM fine-tuning.

Inference Time. Tab. 4 presents the per-sample inference
time consumption for the teacher model using 50-step DDIM in-
ference, and for student models with 1, 2, and 4 inference steps.
Here, “diffusion time” refers solely to the diffusion sampling in
latent space, while “inference time” encompasses the complete
generation process for one video, including text encoding, dif-
fusion sampling, and decoding of latent outputs. The inference
experiments are conducted on a single A100 80GB GPU, with
mean and standard deviation calculated over 100 samples. With
parallel sampling across multiple GPUs, the amortized time per
sample can be further minimized. The reported values indicate
the percentage of the teacher model’s inference time, excluding
amortization effects. Distilled student models significantly
accelerate diffusion sampling compared to the teacher,
achieving speedups from x15.6 (4 steps) to x278.6 (1 step).

Table 4. Time consumption of teacher and distilled student models (as
percentage of teacher’s total inference time) with different numbers of
function evaluations (NFE)

Model |  Teacher | Student

Steps (NFE) 50 4 2 1
Diffusion Time (%) | 91.9440.32 5.88+0.03  2.16+£0.01 0.33£0.02
Inference Time (%) | 100.00+£0.66 | 13.06£0.17 9.30£0.11 7.454+0.12

Table 5. Comparison of LRM with DDPO using VBench and training
reward metrics. DOLLAR is our final method with VSD+CD+LRM.

Reward Model | PickScore | HPSv2

Method | VSD+DDPO  VSD+LRM DOLLAR | VSD+DDPO  VSD+LRM DOLLAR
Quality 8299 84.01 83.49 8297 83.53 83.83
Semantic 7726 7251 7790 74.56 7567 7751
Total Score 81.84 8171 8237 81.29 81.96 8257
Reward 0.207 0207 0.210 0271 0276 0.277

5.5. Ablation Studies

Distillation Timesteps. Our proposed method supports an
arbitrary subset of timesteps for teacher sampling. By default,
we use 4-step sampling for the student model to balance quality
and efficiency, as discussed in Sec. 5.1. Here, we investigate
the impact of varying the number of sampling steps during
distillation, specifically testing 1 step (timestep [999]), 2 steps
(timesteps [499, 999]), and 4 steps (timesteps [249, 499, 749,

999]) with equal spacing. While our approach does not require
equal spacing, this configuration is used for consistency in this
experiment. The evaluated VBench scores are reported in Tab. 6.
All three distilled student models with VSD loss demonstrate
comparable or even superior performances relative to the teacher
model with 50 inference steps. The slight differences can be
attributed to checkpoint selection and evaluation variance. From
visual inspection and human evaluation, we find that models
with more inference steps tend to perform better, which may not
be fully captured by the minor differences in VBench scores.
Sample visualizations are provided in Appendix 1 1. The break-
down results for each VBench metric refer to Appendix 9.5.

Model | Teacher |
50 ‘ 1 2 4

Student (VSD) Model | Teacher | Student (VSD+CD)

CD w/
Denoise™

Inference
Steps

‘ m=1 m=5

Quality 81.89 | 81.61 82.71 8095 Quality 81.89 | 80.75 82.16
Semantic| 73.71 | 76.66 7386 76.61 Semantic | 73.71 | 71.57 74.58
Total 80.25 | 80.62 80.94 80.08 Total 80.25 | 78.92 80.65

Table 6. Comparison of the num-Table 7. Effect of the number of
ber of inference steps for distilled teacher denoising steps in consis-
students with VSD using VBench tency distillation (CD) on VBench
(long prompt). (long prompt).

Consistency Distillation Denoising Steps. In Sec. 3.2, we
introduced the consistency distillation method with a multi-step
teacher denoising function: Denoise™ (-). We ablate the choice
of m in experiments and find that a larger value like m =5
improves distillation performance, as detailed in Tab. 7. The
student models follow 4-step schedule, and CD loss is applied
on a 50-step DDIM schedule with step size 20 as previously
discussed. Full results for VBench scores see Appendix 9.5.

We provide additional ablation studies for the prompt
length of VBench evaluation and different student-teacher
parameterization in Appendix 9.4.

6. Conclusion and Discussion

We propose the DOLLAR method for diffusion distillation,
combining VSD, CD, and LRM objectives to dramatically accel-
erate teacher inference. This is the first work effectively integrate
score matching and self-consistency objectives for large-scale
diffusion model distillation, demonstrating its effectiveness in
generating 10-second videos. Our experiments validate the feasi-
bility of unifying score matching for fidelity and self-consistency
for diversity within a single framework. With this approach, the
distilled student models achieve significantly higher VBench
scores than the teacher model, enhancing both visual quality and
text alignment. Notably, this is accomplished within just 40,000
iterations using 8 GPUs, representing only a small fraction
of the training dataset and computational resources required
for teacher model pre-training. These results highlight the
effectiveness of our method, particularly for reward fine-tuning
in latent space. Compared to large pixel-space reward models,
LRM is compact and significantly reduces memory costs.
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