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Abstract

The increasing complexity of industrial anomaly detec-
tion (IAD) has positioned multimodal detection methods as
a focal area of machine vision research. However, dedi-
cated multimodal datasets specifically tailored for IAD re-
main limited. Pioneering datasets like MVTec 3D have
laid essential groundwork in multimodal IAD by incorpo-
rating RGB+3D data, but still face challenges in bridg-
ing the gap with real industrial environments due to limita-
tions in scale and resolution. To address these challenges,
we introduce Real-IAD D³, a high-precision multimodal
dataset that uniquely incorporates an additional pseudo-
3D modality generated through photometric stereo, along-
side high-resolution RGB images and micrometer-level 3D
point clouds. Real-IAD D³ features finer defects, diverse
anomalies, and greater scale across 20 categories, pro-
viding a challenging benchmark for multimodal IAD Ad-
ditionally, we introduce an effective approach that inte-
grates RGB, point cloud, and pseudo-3D depth information
to leverage the complementary strengths of each modality,
enhancing detection performance. Our experiments high-
light the importance of these modalities in boosting detec-
tion robustness and overall IAD performance. The dataset
and code are publicly accessible for research purposes at
https://realiad4ad.github.io/Real-IAD D3.

1. Introduction
Anomaly detection is essential for ensuring product

quality and reliability in industrial operations. Advances

in computer vision and industrial AI have greatly enhanced

*Equal contribution. † Corresponding author.

Figure 1. Pseudo-3D enhances defect localization over 2D and 3D.

the accuracy and efficiency of identifying and classifying

anomalies. As industrial manufacturing underpins societal

progress, rigorous quality control is essential [6]. Defects

arising during component production can substantially un-

dermine product quality and lifespan, particularly in sen-

sitive industries such as pharmaceuticals, food production,

and battery manufacturing, where such defects present con-

siderable safety risks to consumers [11, 12].

To mitigate these risks, Industrial Anomaly Detection

(IAD) has become an indispensable tool for maintaining

product quality and operational safety across various indus-

tries. The development of datasets such as MVTec AD [2],

VisA [35] and Real-IAD [28] marked a significant mile-

stone in anomaly detection, enabling unsupervised learn-

ing techniques that model normal sample distributions and

classify outliers as anomalies. However, 2D image-based

anomaly detection often falls short in industrial contexts,

particularly for defects like scratches and dents, which are

highly sensitive to variations in color and texture.

Recognizing these challenges, several multimodal

datasets that integrate 2D and 3D point-cloud data have
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been developed to more effectively capture the complexity

of real-world industrial environments. For instance, MVTec

3D-AD [4] is designed for unsupervised 3D anomaly detec-

tion and localization, targeting geometric anomalies such as

scratches, dents, and contaminations across 10 object cate-

gories. Another noteworthy dataset, Eyecandies [5], intro-

duces synthetic images of 10 candy-like objects with pre-

cise 2D, depth, and normal map annotations, offering auto-

mated and unbiased labeling using synthetic data.

With the expansion of multimodal datasets, new ap-

proaches in industrial anomaly detection have emerged,

leveraging the combined strengths of 2D and 3D data to en-

hance detection accuracy and robustness in complex indus-

trial environments. Examples include Shape-Guided Dual-

Memory Learning, which detects subtle surface irregular-

ities and volumetric anomalies by learning both 3D struc-

tures and 2D visual features [9], and symmetric student-

teacher networks that use a teacher-student model to de-

tect deviations from learned normal distributions, enabling

more effective unsupervised detection [23]. Hybrid ap-

proaches further integrate 2D and point cloud data to cap-

ture both surface and structural anomalies, offering a more

robust detection mechanism [30]. Techniques like Total Re-

call in Industrial Anomaly Detection expand anomaly de-

tection recall by storing normal patterns in memory net-

works, thereby increasing the range of normal data distribu-

tions [22], and Cheating Depth incorporates synthetic depth

maps with 2D and point cloud data to enhance the detection

of subtle surface anomalies [33].

Despite these advances, existing datasets still exhibit

significant limitations that hinder their practical applica-

bility in industrial anomaly detection. Most notably, cur-

rent datasets often have insufficient point-cloud resolution

to capture fine details, and the limited diversity in mate-

rial types and defect categories restricts models’ generaliz-

ability to real-world applications. Consequently, the high

anomaly detection metrics reported on these datasets may

not accurately reflect performance in actual industrial envi-

ronments, where conditions are much more variable.

To address these limitations, we introduce Real-IAD D³,

a larger high-precision multimodal dataset that uniquely

incorporates an additional pseudo-3D modality generated

through photometric stereo, alongside high-resolution RGB

images and micrometer-level 3D point clouds. Real-IAD D³

includes 20 object categories, each containing 4–6 distinct

defect types, and provides point-cloud data with a resolu-

tion as fine as 0.002 mm across 8,450 samples. Specifically,

it comprises 5,000 normal samples and 3,450 anomalous

samples, with each sample containing synchronized RGB,

point cloud, and pseudo-3D images. The anomalies are de-

signed to closely simulate real industrial scenarios, making

them more challenging and practical for both single-modal

and multi-modal applications. This substantial increase in

dataset scale and diversity introduces greater challenges for

anomaly detection algorithms, fostering improved robust-

ness and accuracy.

A distinctive feature of Real-IAD D³ is its photomet-

ric stereo-derived pseudo-3D data, addressing limitations in

existing datasets by capturing subtle defect characteristics

influenced by material properties. Extensive experiments

demonstrate that D³ multimodal data significantly elevates

IAD detection standards, offering a comprehensive, chal-

lenging benchmark for multimodal anomaly detection. Ad-

ditionally, we propose a benchmark model for D³ anomaly

detection, establishing a foundational reference for future

research in this field.

Overall, our contributions are summarized as follows:

• We introduce Real-IAD D³, a high-precision, strictly-

aligned multimodal dataset that synchronizes RGB and

3D point cloud data with carefully curated, challenging

defects. Comprising 8,450 samples across 20 diverse in-

dustrial categories, this dataset establishes a new bench-

mark in both scale and variety for multimodal industrial

anomaly detection.

• We introduce pseudo-3D modality from photometric

stereo in Real-IAD D³, which offers relative depth infor-

mation to improve pixel-level defect detection, particu-

larly for subtle surface details like fine scratches and mi-

nor dents.

• We introduce the D³M benchmark, which aligns 2D,

pseudo-3D, and 3D modalities to provide a comprehen-

sive representation of industrial components. This bench-

mark demonstrates the advantages of multimodal fusion

for enhanced precision and reliability in IAD.

2. Related Work

2.1. Multi-modal 3D-AD Methods

Recent advances in 2D AD have introduced sophisti-

cated methods [3, 6, 10–12, 17, 20, 22–25, 27, 29], includ-

ing image reconstruction, feature distillation, and few-shot

learning. Building on this progress, MVTec 3D-AD [2] has

spurred interest in 3D anomaly detection (3D-AD), which,

while promising, is still less developed [2, 7, 30, 35]. In

3D-AD, depth data is widely used to reduce background

noise and complement RGB data. Bergmann et al. [1] em-

ploy a teacher-student model, while Horwitz et al. [15] in-

tegrate 3D descriptors in a KNN framework. AST [23]

combines depth-based background removal with 2D tech-

niques, and Cheating Depth [33] simulates depth features to

overcome RGB limitations. Shape-Guided Dual-Memory

Learning [9] incorporates shape information for better lo-

calization, and PatchCore [21] excels in multimodal AD via

feature matching. M3DM [30] highlights RGB and point

cloud fusion, showcasing multimodal methods’ effective-

ness in enhancing detection in complex settings.
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Figure 2. (a) Material preparation and defect creation across 20 product categories; (b) Image acquisition setup using a single camera, with

a 4-zone light source to capture pseudo-3D images (via photometric stereo) and 4-direction DLP structured light to capture 3D images;

(c) Data collection, annotation, and cleaning with pixel-level accuracy; (d) Multi-modal imaging demonstration, including 2D, pseudo-3D,

and 3D data.

2.2. 3D-AD Datasets.

Since 2007, the field of 2D anomaly detection (2D-

AD) has seen substantial advancement, driven by numerous

datasets that facilitate various methodologies, including im-

age reconstruction [4, 13, 14, 32, 33], feature distillation [6,

12, 26], and few-shot anomaly detection [8, 16, 18, 31, 34].

In contrast, 3D anomaly detection (3D-AD) remains a rela-

tively nascent field, underpinned by only a limited number

of foundational datasets. Notably, MVTec 3D-AD [4] pro-

vides a benchmark dataset for unsupervised 3D anomaly de-

tection with high-resolution depth scans and precise defect

annotations across 10 object categories. Similarly, Eyecan-

dies [5] offers a synthetic, photo-realistic dataset that in-

cludes RGB, depth, and normal maps, allowing for auto-

mated and unbiased defect labeling in controlled lighting

conditions. Real3D-AD [19] further contributes a large-

scale, high-precision dataset, specifically designed for in-

dustrial anomaly detection using point cloud data. Despite

these contributions, existing 3D datasets are limited in their

representation of industrial materials and defect types, un-

derscoring the need for more diverse and comprehensive

datasets to advance 3D-AD research.

3. Real-IAD D³ Dataset Description
The Real-IAD D³ dataset is an extensive multimodal in-

dustrial anomaly detection dataset, encompassing 20 dis-

tinct product categories and 69 defect groups. Each group

contains an average of 50 samples, resulting in 3.45 defects

per material.

In total, the dataset includes 8,450 samples: 5,000 nor-

mal samples and 3,450 abnormal samples. Each sample in-

cludes synchronized 2D, pseudo-3D photometric stereo fu-

sion, TIFF, and PLY data. The dataset captures a wide range

of defect area proportions, spanning from 0.46% to 6.39%.

The multi-light-source setup supports four-point cloud res-

olutions, reaching up to 16.2 million points (5328x3040)

with an accuracy of 0.002 mm. The proportion of defective

points varies from 0.33% to 7.34%.

3.1. Data Collection and Construction manner

Data Collection and Annotation. We have curated a

dataset comprising 20 industrial products across various

material types, including metal, plastic, ceramics, and com-

posites. These objects were carefully selected to cover a

broad range of industrial scenarios.
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Table 1. Comparison of the proposed Real-IAD D³ dataset with existing 3D+2D(RGB) datasets, including MVTec-3D AD and Real3D-

AD, across various parameters.

Dataset Product Categories Defect Categories Sample Number 3D Point-Cloud Resolution Point Precision 3D Format Photometric stereo Multi-modal Sync Multi-Direction DLP

MVTec 3D-AD 10 33 4147 0.37mm 0.11mm TIFF × × ×
Real3D-AD 12 40 1254 0.04mm 0.011mm-0.015mm ASC, PLY, STL, OBJ, IGES × × ×

Real-IAD D³ (Ours) 20 69 8450 0.01mm 0.002mm ASC, PLY, STL, OBJ, IGES, TIFF � � �

Anomaly-free Anomaly-free Anomaly-free Anomaly-freeAnomalous Anomalous Anomalous Anomalous
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Figure 3. Examples of the 20 materials in the Real-IAD D³ dataset. Each group of images represents a specific material, with the first

column showing anomaly-free images. The subsequent three columns display anomalous samples for each material in 2D (RGB images),

pseudo-3D (pseudo-3D depth from photometric stereo), and 3D point cloud formats.

For each object, we manually introduced several types of

defects, such as scratches, dents, cracks, missing parts, and

deformation. This variety ensures a realistic and challeng-

ing environment for anomaly detection. Both normal and

defective samples were then prepared for multimodal data

acquisition, ensuring a balanced representation of different

defect types.

Prototype Construction. The acquisition setup consists

of an integrated system capable of capturing synchronized

2D, pseudo-3D surface normals, and 3D point cloud data.

As shown in Fig 2, the acquisition system is designed to

capture 2D, pseudo-3D, and 3D data using a unified setup,

ensuring precise alignment and seamless interaction across

modalities. A high-resolution camera with a resolution of

3,648 × 5,472 pixels is employed to capture detailed RGB

images. For 3D data acquisition, as shown in Fig 2(c)

,a four-direction structured light system is utilized to ob-

tain highly accurate 3D point clouds, enabling the detec-

tion of fine surface details. A photometric stereo technique

is also applied to generate pseudo-3D depth information

by synthesizing surface normals from four directional light

sources. This integrated system allows for comprehensive

multimodal data capture, enhancing the precision and relia-

bility of defect detection.

The photometric stereo process is based on capturing

images of the object under different lighting conditions to

compute the surface normals. As shown in Fig 2(b), four

distinct lighting directions are used, each producing an im-

age with different shading effects. The intensity values from

these images are then used to calculate the surface normals

(n(x, y)) at each pixel through the following photometric

stereo equation:

I(x, y) = L · n(x, y),

I(x, y) is the vector of intensity values for a given pixel

(x, y) from the four images. L is the matrix of lighting di-

rections, with each row representing the direction of one of

the four light sources. n(x, y) is the surface normal vec-

tor at the pixel location (x, y). Given the intensity values

I(x, y) and the known lighting directions L, the surface nor-

mal n(x, y) can be computed by solving:

n(x, y) = (L�L)−1L�I(x, y).

3.2. Comparison with Popular 3D Datasets

Table 1 provides a comparative overview of the Real-

IAD D³ dataset alongside two benchmark datasets, MVTec

3D-AD and Real3D-AD, across several critical parameters.

Real-IAD D³ offers extensive coverage with 20 product cat-

egories and 69 defect types, totaling 8,450 samples, which

is substantially larger than MVTec 3D-AD (10 product cat-

egories, 33 defects) and Real3D-AD (12 product categories,

40 defects). A distinct advantage of Real-IAD D³ is its fine

point precision at 0.002 mm, outperforming the resolution

and precision of MVTec 3D-AD (0.11 mm) and Real3D-

AD (0.011 mm–0.015 mm). Additionally, Real-IAD D³

supports a variety of 3D formats (ASC, PLY, STL, OBJ,
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(a) Comparison of the number and distribution of normal 
and abnormal images with MVTEC 3D and Real 3D

(b) Distribution of images by area intervals in the D³ dataset

(c) Distribution of materials and defects for the D³ dataset

Figure 4. Statistical overview of the Real-IAD D³ dataset in comparison to MVTec 3D-AD and Real3D-AD, illustrating sample counts,

normal/anomalous distribution per product, defect area ratios, and defect distribution patterns.

IGES, TIFF) and includes photometric stereo to enhance

depth and capture fine surface details. Unlike MVTec 3D-

AD and Real3D-AD, Real-IAD D³ captures RGB and 3D

data on the same platform, ensuring natural alignment with-

out additional calibration, and supports multi-directional

DLP projection, making it a valuable dataset for industrial

anomaly detection.

3.3. Real-IAD D³ visualization

The Real-IAD D³ dataset comprises 20 distinct product

categories, covering a variety of industrial components, in-

cluding mechanical parts, electronic devices, connectors,

and sensors. This diversity enables a comprehensive eval-

uation of anomaly detection methods across different de-

fect types. Each category includes three modalities: RGB

images, 3D point clouds, and pseudo-3D surface normals

from photometric stereo, providing a complete represen-

tation of the objects.As shown in Figure 3, this multi-

modal approach—which includes original images, masked

2D images, pseudo-3D images with masks, and 3D point

clouds—demonstrates the necessity of combining pseudo-

3D and 3D modalities for thorough defect detection. On

dark backgrounds, subtle defects like scratches and dents

are challenging to identify in 2D images due to limited

depth and detail. However, pseudo-3D images reveal these

surface defects (e.g., on ’dc power connector’ and ’power

jack’), while 3D point clouds effectively capture larger ge-

ometric anomalies, such as those in ’lego propeller’ and

’fuse holder.’ This illustrates the complementary strengths

of pseudo-3D and 3D data, ensuring accurate identification

of both subtle and complex defects.

4. Benchmark for D³ AD
To address the challenges posed by both 2D and 3D

anomaly detection, we propose a novel benchmark and

anomaly detection framework called D³-Memory (D³M),

which integrates 2D(RGB), point cloud, and pseudo-3D

photometric stereo data. This system effectively leverages

the strengths of each modality to enhance the detection of

surface and structural anomalies, particularly those that are

difficult to capture with conventional 2D or 3D data alone.

Multi-modal Feature Extraction. We use DINO (ViT-

b/8) [30] to extract essential visual features (texture, color,

edges, surface normals) and PointMAE to capture geomet-

ric and depth features from 3D point cloud data.

To enhance the integration of 2D and photometric stereo
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Figure 5. The D³M framework architecture for IAD, illustrating

multi-modal feature extraction, feature fusion, and decision layer.

data, we introduce Channel-Spatial Swapping(CSS) in our

feature fusion strategy. This module swaps 10% of the

channel and spatial information between the RGB (X2D)

and photometric stereo (XPS) feature maps, allowing

for deeper interaction between visual and geometric fea-

tures. Given feature maps X2D and XPS , each of shape

R
C×H×W , the swapping is defined as:

Xswap
2D = (1− α)×X2D + α×Xc↔s

PS

Xswap
PS = (1− α)×XPS + α×Xc↔s

2D

Xs = Blockk×k(X) ◦ αswap ⊆ Xc↔s

where α = 0.1 is the swapping ratio, ◦ indicates the

composition operation, Xc↔s denotes a channel-spatial ex-

change, and Xs is contained in Xc↔s describing a kernel-

based spatial exchange, where the input is divided into k×k
blocks and features are swapped with ratio α at the granu-

larity of H
k × W

k . This yields enriched features Xswap
2D and

Xswap
PS that incorporate 10% of each other’s properties, cre-

ating a more robust pseudo-3D representation for anomaly

detection.

Unsupervised Contrastive Feature Fusion. To exploit

the complementary nature of pseudo-3D and 3D modalities,

we apply a fusion approach inspired by M3DM [30]. Using

an unsupervised contrastive learning method, we align fea-

tures between 2D (with swapped pseudo-3D information)

and 3D data to learn shared representations while preserv-

ing modality-specific details. Given a sample i and patches

j from the swapped 2D feature map X
(i,j)
2D and the 3D fea-

ture map X
(i,j)
3D , we apply a contrastive loss as follows:

Lcon =

∑Np

j=1 h
(i,j)
2D · h(i,j)

3D
∑Nb

k=1

∑Np

j=1 h
(k,j)
2D · h(k,j)

3D

where h
(i,j)
2D and h

(i,j)
3D are MLP projections of the 2D

and 3D feature vectors in patch j for sample i. This fu-

sion, resulting in the D³ representation MD, promotes be-

tween corresponding patches across modalities, capturing

the strengths of each.

Decision Layer Fusion. Following the approach in

M3DM [30], we fuse the 2D (swapped), pseudo-3D

(swapped), and 3D features to create three memory banks:

M2D, MPS , and fused MD. Here, M2D and MPS

store features from the channel-spatial swapped 2D and

pseudo-3D modalities, while MD holds the fused represen-

tation learned through contrastive of the swapped 2D (with

pseudo-3D) and 3D features.

The final anomaly score a and segmentation map S are

generated by comparing the features of a test sample with

normal features in these memory banks using one-class

SVM classifiers:

a = Da(φ(M2D, f2D), φ(MPS , fPS), ψ(MD3 , fD3))

S = Ds(ψ(M2D, f2D), ψ(MPS , fPS), ψ(MD3 , fD3))

where φ(·) and ψ(·) represent the anomaly scoring and

segmentation functions, respectively.

5. Experiment
5.1. Anomaly Detection on Real-IAD D³

D³ > 2D+3D. The experimental results in Table 2 val-

idate the effectiveness of our D³ multimodal anomaly de-

tection approach on the Real-IAD dataset. By integrating

2D (RGB), pseudo-3D, and 3D modalities, our method con-

sistently surpasses single-modality (2D or 3D) and dual-

modality (2D+3D) approaches, underscoring the value of

additional modality information.

2D 3D Mask M3DM +Pseudo-3D D³ M(Ours)

Figure 6. Visualization of the effect of adding pseudo-3D to

2D+3D, showing enhanced segmentation maps.

Single-modality methods show limitations: 2D struggles

with depth-related defects like scratches and dents, while
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Table 2. Performance of different multimodal anomaly detection methods on the Real-IAD dataset. The table presents the results in three

different settings: Single Modality(RGB or Point-Cloud), 2D+3D, and D³. The two evaluation metrics are I-AUROC (image-level) and

P-AUROC (pixel-level), with higher values indicating better performance. Our method consistently shows the best performance, especially

in the D³ setting.

Modality RGB 3D 2D+3D D³

Model Cflow SimpleNet PointMAE AST PointMAE+PatchCore M3DM D³M (Ours)

Metrics I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC

audio jack socket 0.943 0.944 0.973 0.926 0.763 0.655 0.860 0.590 0.926 0.673 0.981 0.699 0.983 0.757

common mode filter 0.271 0.847 0.717 0.822 0.725 0.687 0.899 0.802 0.523 0.922 0.580 0.934 0.618 0.947

connector housing-female 0.839 0.921 0.795 0.891 0.958 0.428 0.914 0.716 0.870 0.919 0.920 0.979 0.931 0.951

crimp st cable mount box 0.18 0.442 0.372 0.745 0.291 0.363 0.485 0.589 0.713 0.931 0.749 0.933 0.811 0.969

dc power connector 0.661 0.726 0.661 0.725 0.849 0.507 0.995 0.770 0.720 0.921 0.715 0.950 0.922 0.947

ethernet connector 0.967 0.853 0.981 0.866 1 0.656 1.000 0.906 0.947 0.956 0.983 0.978 0.996 0.970

ferrite bead 0.529 0.914 0.408 0.806 0.634 0.717 0.894 0.817 0.913 0.932 0.965 0.966 0.967 0.978

fork crimp terminal 0.462 0.657 0.416 0.945 0.422 0.62 0.595 0.773 0.769 0.952 0.780 0.964 0.819 0.946

fuse holder 0.853 0.861 0.564 0.957 0.309 0.605 0.597 0.754 0.736 0.927 0.770 0.948 0.866 0.915

headphone jack socket 0.996 0.914 0.933 0.879 0.607 0.633 0.660 0.696 0.919 0.942 0.982 0.982 0.994 0.987

humidity sensor 0.781 0.836 0.737 0.89 0.644 0.562 0.565 0.723 0.689 0.933 0.717 0.958 0.78 0.969

knob cap 0.637 0.893 0.672 0.879 0.656 0.425 0.919 0.656 0.903 0.958 0.925 0.938 0.931 0.947

lattice block plug 0.833 0.852 0.79 0.898 0.769 0.776 0.842 0.919 0.911 0.923 0.917 0.958 0.939 0.941

lego pin connector plate 0.828 0.877 0.857 0.947 0.361 0.482 0.847 0.629 0.662 0.759 0.681 0.734 0.891 0.889

lego propeller 0.615 0.739 0.939 0.799 0.348 0.62 0.471 0.703 0.540 0.727 0.530 0.773 0.739 0.863

limit switch 0.846 0.95 0.823 0.79 0.763 0.545 0.804 0.641 0.822 0.938 0.863 0.966 0.925 0.984

miniature lifting motor 0.402 0.799 0.402 0.76 0.717 0.435 0.766 0.467 0.948 0.962 0.975 0.991 0.823 0.961

power jack 0.354 0.664 0.176 0.489 0.433 0.687 0.564 0.645 0.981 0.923 0.996 0.902 0.973 0.947

purple clay pot 0.343 0.571 0.343 0.938 0.869 0.271 0.635 0.445 0.921 0.961 0.944 0.953 0.962 0.922

telephone spring switch 0.575 0.91 0.627 0.916 0.771 0.413 0.951 0.551 0.827 0.944 0.856 0.936 0.934 0.957

Avg 0.645 0.808 0.659 0.843 0.644 0.554 0.693 0.650 0.812 0.905 0.841 0.922 0.890 0.937

Table 3. Comparison of anomaly detection performance (I-AUROC and P-AUROC) across different modal combinations using PatchCore,

M3DM, and our proposed method, evaluating the impact of 2D, Pesudo-3D, and 3D data integration.

PatchCore(2D) [21] PatchCore(Pesudo-3D) [21] M3DM(2D+3D) [30] PatchCore(2D+Pesudo-3D) [21] Ours(2D+Pesudo-3D+3D)

I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC I-AUROC P-AUROC

0.747 0.875 0.715 0.681 0.752 0.687 0.839 0.867 0.890 0.937

3D lacks surface texture details. The 2D+3D combination

provides complementary information, yet still misses subtle

surface irregularities. Our D³M approach captures surface

orientation and depth with pseudo-3D photometric stereo

data, enhancing the detection of texture-based anomalies.

Figure 6 presents a comprehensive visual comparison

across different modalities, demonstrating the significantly

improved pixel-level anomaly detection performance of our

method over the M3DM baseline, which utilizes only 2D

and 3D data. By incorporating pseudo-3D information,

our approach captures richer surface textures and enhanced

depth details, enabling more precise and accurate identi-

fication of subtle defects that may otherwise be missed.

This enhancement underscores the value of integrating

pseudo-3D features in multimodal frameworks, providing a

more robust solution for detecting complex and fine-grained

anomalies in industrial applications.

5.2. Analysis of Modality Combinations

Table 3 presents a comparative analysis of anomaly de-

tection performance (I-AUROC and P-AUROC) across dif-

ferent modality combinations using PatchCore, M3DM, and

D³M. By integrating 2D, pseudo-3D, and 3D data, our ap-

proach achieves the highest performance. Notably, the

2D+pseudo-3D combination already shows strong results

by capturing essential surface details, while the addition of

3D data further enhances depth information, boosting de-

tection accuracy. These results underscore the importance

Anomaly 
Sample Pesudo-3DMask 2D+3D 2D+Pesudo-3D2D D³ M(Ours)

Figure 7. Visualization of segmentation map across different

modality combinations.

of pseudo-3D in multimodal fusion and the complementary

role of 3D data for robust industrial anomaly detection. In

Figure 7, we present the visual results across various modal-

ity combinations, which further validate the experimental

findings. The Pseudo-3D modality highlights surface ir-

regularities effectively, especially subtle textures and minor

surface defects, while the addition of 2D enhances the clar-

ity of these details. The 2D+pseudo-3D combination cap-

tures essential surface features, achieving strong results as

shown in the table. Incorporating 3D data adds valuable

depth information, allowing our D³M model to reach the

highest accuracy.
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5.3. Effect of Point Cloud Resolution

As shown in Fig. 8, we conducted downsampling ex-

periments on point cloud data, reducing the original res-

olution by factors of 4x and 40x to simulate Real3D-AD

and MVTec 3D-AD resolutions. Since our components are

about one-tenth the size of those in MVTec 3D-AD and

Real3D-AD, lower resolutions significantly hinder defect

detection. Observing the performance at different scales

(Raw, 4x, and 40x), subtle flaws visible at full resolution

become hard to detect or vanish entirely at 40x downsam-

pling, emphasizing the need for high-resolution data to cap-

ture fine details in industrial scenarios with smaller parts.

Zoom in=15

Zoom in=10

Zoom in=3

Original Resolution Down-sampling 4X Down-sampling 40X

Figure 8. Visualization of point cloud data at original, 4x, and 40x

downsampling, highlighting the impact of resolution reduction on

detecting fine defects in smaller industrial components.

Table 4. Performance of PointMAE for different point cloud reso-

lutions (Original vs. 4x).

Object Defect

I-AUROC P-AUROC

Original 4x Original 4x

connector housing-female

Hole 0.516 0.500 0.819 0.801

Deformation 0.872 0.804 0.653 0.638

Pit 1.000 0.976 0.457 0.447

telephone spring switch
Damage 0.724 0.648 0.396 0.376

Hole 0.572 0.504 0.714 0.712

audio jack socket
Impact Damage 0.948 0.908 0.719 0.678

Pit 0.972 0.948 0.893 0.874

headphone jack socket
Scratch 1.000 1.000 0.919 0.802

Pit 1.000 1.000 0.905 0.832

limit-switch Impact Damage 1.000 0.922 0.843 0.821

fork crimp terminal Scratch 0.636 0.602 0.597 0.557

The results in Table 4 show that downsampling the point

cloud data leads to a noticeable performance decline, par-

ticularly for defects with small areas, such as “Scratch” and

“Pit”. For these defects, which have less than 0.1% of the

surface area affected, the resolution decrease significantly

impairs the detection ability.

Table 5. Effect of feature interpolation on anomaly detection per-

formance in the Real-IAD D³ and MVTec 3D-AD.

Dataset Feature interpolation

M3DM [30]

I-AUROC P-AUROC

MVTec 3D-AD
w/ feature interpolation 0.822 0.967

w/o feature interpolation 0.803(↓0.019) 0.856(↓0.111)

Real-IAD D³
w/ feature interpolation 0.841 0.922

w/o feature interpolation 0.832(↓0.009) 0.934(↑0.012)

Table 5 presents the effect of the interpolation mod-

ule on anomaly detection performance in the MVTec

3D-AD and Real-IAD D3 data sets using the M3DM

(DINO+PointMAE) [30]. The M3DM interpolation mod-

ule improves the density and representation of 3D point-

cloud features through interpolation after backbone extrac-

tion. Experimental results show that in the MVTec 3D-AD

dataset, removing the interpolation module leads to a no-

table drop in pixel-AUROC (by 0.111), indicating its con-

tribution to maintaining feature density and extraction qual-

ity. However, in the Real-IAD D³ dataset, which inherently

has higher-resolution point clouds, pixel-AUROC remains

stable even without interpolation. This confirms that high-

resolution point clouds retain their original feature integrity

post-backbone extraction, negating the need for interpola-

tion.

6. Conclusion

In conclusion, this work introduces Real-IAD D³, a

high-precision, large-scale multimodal dataset that inte-

grates RGB, 3D point cloud, and pseudo-3D data to address

limitations in existing industrial anomaly detection (IAD)

datasets. Covering 20 product categories with diverse de-

fects, Real-IAD D³ offers a realistic representation of in-

dustrial scenarios with enhanced scale, resolution, and di-

versity. The inclusion of pseudo-3D imagery improves sur-

face and depth detail, significantly enhancing detection ac-

curacy. Experimental results indicate that current methods

face challenges in complex industrial settings, highlighting

the need for more robust solutions. Real-IAD D³ and its

baseline establish a strong foundation for advancing multi-

modal IAD in industrial applications.
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